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1. Introduction to OS Linux

Linux is a free, UNIX work-alike designed for Intel processors on PC architecture machines. Linux is not UNIX, as UNIX is a copyrighted piece of software that demands license fees when any part of its source code is used. Linux was written from scratch to avoid license fees entirely, although the operation of the Linux operating system is based entirely on UNIX. It shares UNIX's command set and look-and-feel, so if you know either UNIX or Linux, you know the other, too. 

Linux supports a wide range of software, from TeX (a text formatting language) to X (a graphical user interface) to the GNU C/C++ compilers to TCP/IP networking. 

Two schools of thought exist on pronouncing Linux. Because Linux is similar to UNIX and was originally developed by a programmer with the first name Linus, many assume the long i, as in line-ucks, is correct. On the other hand, Linux was developed to replace a UNIX workalike called Minix (with a short i), so the rest of the Linux community calls the operating system lih-nicks. Which is correct? The original developers used the latter pronunciation, while most North Americans prefer the former. Choose whichever you wish. 

Linux is a freely distributable version of UNIX developed primarily by Linus Torvalds at the University of Helsinki in Finland. Linux was further developed with the help of many UNIX programmers and wizards across the Internet, allowing anyone with enough know-how and gumption to hack a custom UNIX kernel the ability to develop and change the system. 

UNIX and its clones have long been perceived as large, resource-hungry, disk-devouring systems. Linux is not such a beast. It is small, fast, and flexible. 

Linux has been publicly available since around November of 1991. v0.10 went out in November of 1991, v0.11 in December of 1991. There are very few small bugs now, and in its current state Linux is mostly useful for people who are willing to port code and write new code. Because Linux is very close to a reliable and stable system, Linus decided that v0.13 will be known as v0.95. 

So what are some of the important features of Linux that make it so unique? Here are a few: 

· Full multitasking and 32-bit support. Linux, like all other versions of UNIX, is a real multitasking system, allowing multiple users to run many programs on the same system at once. Linux is also a full 32-bit operating system, utilizing the special protected-mode features of Intel 80386 and later processors and their work-alikes. 


· The X Window System. The X Window System is the de facto industry-standard graphics system for UNIX machines. A complete version of the X Window System, known as XFree86, is available for Linux. The X Window System is a very powerful graphics interface, supporting many applications. 


· TCP/IP (Transmission Control Protocol/Internet Protocol) support. This is the set of protocols that links millions of university and business computers into a worldwide network known as the Internet. With an Ethernet connection, you can have access to the Internet or to a local area network from your Linux system. Using SLIP (Serial Line Internet Protocol) or PPP (Point to Point Protocol), you can access the Internet over phone lines with a modem. 


· Virtual memory and shared libraries. Linux can use a portion of your hard drive as virtual memory, expanding your total amount of available RAM. Linux also implements shared libraries, allowing programs that use standard subroutines to find the code for these subroutines in the libraries at runtime. This saves a large amount of space on your system; each application doesn't store its own copy of these common routines. 


· The Linux kernel uses no code from AT&T or any other proprietary source. Much of the software available for Linux is free. In fact, a large number of utilities in Linux are developed by the GNU project at the Free Software Foundation in Cambridge, Massachusetts. However, Linux enthusiasts, hackers, programmers, and recently even commercial companies from all over the world have contributed to the growing pool of Linux software. 


· Linux supports (almost) all of the features of commercial versions of UNIX. In fact, some of the features found in Linux may not be available on other proprietary UNIX systems. 


· GNU software support. Linux supports a wide range of free software written by the GNU Project, including utilities such as the GNU C and C++ compiler, gawk, groff, and so on. Many of the essential system utilities used by Linux are GNU software. 


· Virtual memory support. Linux utilizes all of your system's memory, without memory limits or segmentation through the use of a virtual memory manager. 


· Built-in support for networking, multitasking, and other features. You'll see this touted as "New Technology" in systems such as Windows NT. In fact, UNIX (and now, Linux) has implemented this "new technology" for more than 15 years. 


· Linux is cheaper to get than most commercially available UNIX systems and UNIX clones. If you have the patience and access to the Internet, the only price you pay for Linux is your time. Linux is freely available on the Internet. For a nominal fee of anywhere from US $30 to US $90, you can save yourself some time and get CD-ROM or floppy-disk distributions from several commercial vendors (or from this book). 


Arguably, the most important advantage of using Linux is that you get to work with an honest-to-goodness kernel. All of the kernel source code is available for Linux, and you have the ability to modify it to suit your needs. Looking at the kernel code is an educational experience in itself. 

Undoubtedly, the development of Linux has been so rapid because of the availability of the source code. Also, with an ever-expanding group of hackers who want to get their hands dirty with their own system, Linux has grown steadily into the fully packed operating system that it is today. 

Linux uses the Intel 80386 chip's protected mode-functions extensively, and is a true 32-bit operating system. CPUs before the 80386 will not run Linux as they lack protected modes. 

 1.1  History.

Linux was developed as a freely distributable version of UNIX. UNIX is the most widely used operating system in the world and has long been the standard for high-performance workstations and larger servers. UNIX, first developed in 1969, has a strong programmer-oriented user group that supports the operating system. 

How did UNIX get its name? It was based on an operating systems called MULTICS (MULTiplexed Information and Computing System). Ken Thompson, Dennis Ritchie, and Brian Kernighan were involved the design of a new operating system based on MULTICS that would be much simpler. They called the new operating system UNICS (Uniplexed Information and Computing System), which was quickly changed to UNIX. 

Because UNIX is a commercial product, it must be bought for each platform it runs on. Licensing fees for UNIX versions for PC machines range from a few hundred dollars to several thousand. In an attempt to make UNIX widely available for no cost to those who want to experiment with it, a number of public domain UNIX systems have been developed over the years. 

One of the early UNIX workalikes was Minix, written by Andy Tanenbaum. Although Minix didn't have a full range of features, it provided a small operating system that could be used on PC machines. To expand on Minix, a number of users started developing an enhanced operating system that would take advantage of the 80386 CPU's architecture. One of the primary developers of this system, which became known as Linux, was Linus Torvalds of the University of Helsinki. He released an early version of Linux in 1991. A first commercial, almost bug-free release was unleashed to the programming community in March 1992. 

Soon, many programmers were working on Linux, and as the challenge and excitement of producing a growing UNIX workalike caught on, Linux grew at a remarkable rate. As the number of developers working on Linux grew, the entire UNIX workalike operating system was eventually completed and now includes all the tools you will find in a commercial UNIX product. Linux continues to grow as programmers adapt features and programs that were originally written as commercial UNIX products to Linux. New versions of Linux and its utilities are appearing at an astounding rate. New releases often appear weekly. 

To avoid any charges for Linux, the Linux developers do not use any code from other UNIX systems. There are no licensing fees involved with the Linux operating system, and part of its mandate is to be freely available. Some companies have undertaken the task of assembling and testing versions of Linux, which they package on a CD-ROM for a (usually) minimal price. 

Linux is not based on a single version of UNIX; it is a consolidation of the best features of BSD UNIX and System V. BSD UNIX was developed at the University of California at Berkeley, starting in 1977. Several major releases increased the power of BSD UNIX. Several standard UNIX programs originated at BSD, although BSD stopped its UNIX development in the early 1990s. AT&T, which developed the first version of UNIX, continued their UNIX development by producing a series of UNIX versions called System III, System IV, and System V. Linux uses the last primary release of BSD UNIX called 4.4BSD as its base and takes some other features from the latest release of System V, called System V Release 4 (SVR4).

1.2  Pro and Contra – Linux and Windows

It is possible that email and browser-based viruses, Trojans and worms are the source of the myth that Windows is attacked more often than Linux. Clearly there are more desktop installations of Windows than Linux. It is certainly possible, if not probable, that Windows desktopsoftware is attacked more often because Windows dominates the desktop. But this leaves an important question unanswered. Do the attacks so often succeed on Windows because the attacks are so numerous, or because there are inherent design flaws and poor design decisions in Windows?

Many, if not most of the viruses, Trojans, worms and other malware that infect Windows machines do so through vulnerabilities in Microsoft Outlook and Internet Explorer. To put the question another way, given the same type of desktop software on Linux (the most often used web browsers, email, word processors, etc.), Are there as many security vulnerabilities on Linux as Windows?

Windows Design

Viruses, Trojans and other malware make it onto Windows desktops for a number of reasons familiar to Windows and foreign to Linux:

1. Windows has only recently evolved from a single-user design to a multi-user model 

2. Windows is monolithic, not modular, by design 

3. Windows depends too heavily on an RPC model 

4. Windows focuses on its familiar graphical desktop interface 

Windows has only recently evolved from a single-user design to a multi-user model

Critics of Linux are fond of saying that Linux is "old" technology. Ironically, one of the biggest problems with Windows is that it hasn't been able to escape its "old" legacy single-user design. Windows has long been hampered by its origin as a single-user system. Windows was originally designed to allow both users and applications free access to the entire system, which means anyone could tamper with a critical system program or file. It also means viruses, Trojans and other malware could tamper with any critical system program or file, because Windows did not isolate users or applications from these sensitive areas of the operating system.

Windows XP was the first version of Windows to reflect a serious effort to isolate users from the system, so that users each have their own private files and limited system privileges. This caused many legacy Windows applications to fail, because they were used to being able to access and modify programs and files that only an administrator should be able to access. That's why Windows XP includes a compatibility mode - a mode that allows programs to operate as if they were running in the original insecure single-user design. This is also why each new version of Windows threatens to break applications that ran on previous versions. As Microsoft is forced to hack Windows into behaving more like a multi-usersystem, the new restrictions break applications that are used to working without those restraints.

Windows XP represented progress, but even Windows XP could not be justifiably referred to as a true multi-user system. For example, Windows XP supports what Microsoft calls "Fast User Switching", which means that two or more people can log into a Windows XP system on a single PC at the same time. Here's the catch. This is only possible if and only ifthe PC is notset up to be part of a Windows network domain. That's because Microsoft networking was designed under the assumption that people who log into a network will do so from their own PC. Microsoft was either unable or unwilling to make the necessary changes to the operating system and network design to accommodate this scenario for Windows XP.

Windows Server 2003 makes some more progress toward true multi-user capabilities, but even Windows Server 2003 hasn't escaped all of the leftover single-user security holes. That's why Windows Server 2003 has to turn off many browser capabilities (such as ActiveX, scripting, etc.) by default. If Microsoft had redesigned these features to work in a safe, isolated manner within a true multi-user environment, these features would not present the severe risks that continue to plague Windows.

Windows is Monolithic by Design, not Modular

A monolithic system is one where most features are integrated into a single unit. The antithesis of a monolithic system is one where features are separated out into distinct layers, each layer having limited access to the other layers.

While some of the shortcomings of Windows are due to its ties to its original single-user design, other shortcomings are the direct result of deliberate design decisions, such as its monolithic design (integrating too many features into the core of the operating system). Microsoft made the Netscape browser irrelevant by integrating Internet Explorer so tightly into its operating system that it is almost impossible not to use IE. Like it or not, you invoke Internet Explorer when you use the Windows help system, Outlook, and many other Microsoft and third-party applications. Granted, it is in the best business interest of Microsoft to make it difficult to use anything but Internet Explorer. Microsoft successfully makes competing products irrelevant by integrating more and more of the services they provide into its operating system. But this approach creates a monster of inextricably interdependent services (which is, by definition, a monolithic system).

Interdependencies like these have two unfortunate cascading side effects. First, in a monolithic system, every flaw in a piece of that system is exposed through all of the services and applications that depend on that piece of the system. When Microsoft integrated Internet Explorer into the operating system, Microsoft created a system where any flaw in Internet Explorer could expose your Windows desktop to risks that go far beyond what you do with your browser. A single flaw in Internet Explorer is therefore exposed in countless other applications, many of which may use Internet Explorer in a way that is not obvious to the user, giving the user a false sense of security.

This architectural model has far deeper implications that most people may find difficult to grasp, one being that a monolithic system tends to make security vulnerabilities more critical than they need to be.

Perhaps an admittedly oversimplified visual analogy may help. Think of an ideally designed operating system as being comprised of three spheres, one in the center, another larger sphere that envelops the first, and a third sphere that envelope the inner two. The end-user only sees the outermost sphere. This is the layer where you run applications, like word processors. The word processors make use of commonly needed features provided by the second sphere, such as the ability to render graphical images or format text. This second sphere (usually referred to as "userland" by technical geeks) cannot access vulnerable parts of the system directly. It must request permission from the innermost sphere in order to do its work. The innermost sphere has the most important job, and therefore has the most direct access to all the vulnerable parts of your system. It controls your computer's disks, memory, and everything else. This sphere is called the "kernel"., and is the heart of the operating system.

In the above architecture, a flaw in the graphics rendering routines cannot do global damage to your computer because the rendering functions do not have direct access to the most vulnerable system areas. So even if you can convince a user to load an image with an embedded virus into the word processor, the virus cannot damage anything except the user's own files, because the graphical rendering feature lies outside the innermost sphere, and does not have permission to access any of the critical system areas.

The problem with Windows is that it does not follow sensible design practices in separating out its features into the appropriate layers represented by the spheres described above. Windows puts far too many features into the core, central sphere, where the most damage can be done. For example, if one integrates the graphics rendering features into the innermost sphere (the kernel), it gives the graphical rendering feature the ability to damage the entire system. Thus, when someone finds a flaw in a graphics-rendering scheme, the overly integrated architecture of Windows makes it easy to exploit that flaw to take complete control of the system, or destroy the entire system.

Finally, a monolithic system is unstable by nature. When you design a system that has too many interdependencies, you introduce numerous risks when you change one piece of the system. One change may (and usually does) have a cascading effect on all of the services and applications that depend on that piece of the system. This is why Windows users cringe at the thought of applying patches and updates. Updates that fix one part of Windows often break other existing services and applications. Case and point: The Windows XP service pack 2 already has a growing history of causing existing third-party applications to fail. This is the natural consequence of a monolithic system - any changes to one part of the machine affect the whole machine, and all of the applications that depend on the machine.

Windows focuses on its familiar graphical desktop interface

Microsoft considers its familiar Windows interface as the number one benefit for using Windows Server 2003. To quote from the Microsoft web site, "With its familiar Windows interface, Windows Server 2003 is easy to use. New streamlined wizards simplify the setup of specific server roles and routine server management tasks..."

By advocating this type of usage, Microsoft invites administrators to work with Windows Server 2003 at the server itself, logged in with Administrator privileges. This makes the Windows administrator most vulnerable to security flaws, because using vulnerable programs such as Internet Explorer expose the server to security risks.

Linux Design

According to the Summer 2004 Evans Data Linux Developers Survey, 93% of Linux developers have experienced two or fewer incidents where a Linux machine was compromised. Eighty-seven percent had experienced only one such incident, and 78% have never had a cracker break into a Linux machine. In the few cases where intruders succeeded, the primary cause was inadequately configured security settings.

More relevant to this discussion, however, is the fact that 92% of those surveyed have never experienced a virus, Trojan, or other malware infection on Linux.

Viruses, Trojans and other malware rarely, if ever, manage to infect Linux systems, in part because:

1. Linux is based on a long history of well fleshed-out multi-user design 

2. Linux is mostly modular by design 

3. Linux does not depend upon RPC to function, and services are usually configured not to use RPC by default 

4. Linux servers are ideal for headless non-local administration 

Keep in mind when reading the summaries below that there are variations in the default configurations of the different distributions of Linux, so what may be true of Red Hat Linux may not be true of Debian and there may be even more differences in SuSE. For the most part, all the major Linux distributions tend to follow sane guidelines in the default configurations.

Linux is based on a long history of well fleshed-out multi-user design

Linux does not have a history of being a single-user system. Therefore it has been designed from the ground-up to isolate users from applications, files and directories that affect the entire operating system. Each user is given a user directory where all of the user's data files and configuration files are stored. When a user runs an application, such as a word processor, that word processor runs with the restricted privileges of the user. It can only write to the user's own home directory. It cannot write to a system file or even to another user's directory unless the administrator explicitly gives the user permission to do so.

Even more important, Linux provides almost all capabilities, such as the rendering of JPEG images, as modular libraries. As a result, when a word processor renders JPEG images, the JPEG rendering functions will run with the same restricted privileges as the word processor itself. If there is a flaw in the JPEG rendering routines, a malicious hacker can only exploit this flaw to gain the same privileges as the user, thus limiting the potential damage. This is the benefit of a modular system, and it follows more closely the spherical analogy of an ideally designed operating system (see the section Windows is Monolithic by Design, not Modular).

Given the default restrictions in the modular nature of Linux; it is nearly impossible to send an email to a Linux user that will infect the entire machine with a virus. It doesn't matter how poorly the email client is designed or how badly it may behave - it only has the privileges to infect or damage the user's own files. Linux browsers do not support inherently insecure objects such as ActiveX controls, but even if they did, a malicious ActiveX control would only run with the privileges of the user who is running the browser. Once again, the most damage it could do is infect or delete the user's own files.

Even services, such as web servers, typically run as users with restricted privileges. For example, Debian GNU/Linux runs the Apache server as the user "www-data", who belongs to a group with the same name, "www-data". If a malicious hacker manages to gain complete control over the Apache web server on a Debian system, that hacker can only affect files owned by the user "www-data", such as web pages. In turn, the MySQL SQL database server often used in conjunction with Apache, runs with the privileges of the user "mysql". So even if Apache and MySQL are used together to serve web pages, a malicious hacker who gains control of Apache does not have the privileges to exploit the Apache hole in order to gain control of the database server, because the database server is "owned" by another user.

In addition, users associated with services such as Apache, MySQL, etc., are often set up with user accounts that have no access to a command line. So if a malicious hacker somehow breaks into the MySQL user account, that hacker cannot exploit that vulnerability to issue arbitrary commands to the Linux server, because that account has no ability to issue commands.

In sharp contrast, Windows was originally designed to allow all users and applications to have administrator access to every file on the system. Windows has only gradually been re-worked to isolate users and what they do from the rest of the system. Windows Server 2003 is close to achieving this goal, but the methodology Microsoft has employed to create this barrier between user and system is still largely composed of constantly changing hacks to the existing design, rather than a fundamental redesign with multi-user capability and security as the foundational concept behind the system.

Linux is Modular by Design, not Monolithic

Linux is for the most part a modularly designed operating system, from the kernel (the core "brains" of Linux) to the applications. Almost nothing in Linux is inextricably intertwined with anything else. There is no single browser engine used by help systems or email programs. Indeed, it is easy to configure most email programs to use a built-in browser engine to render HTML messages, or launch any browser you wish to view HTML documents or jump to links included in an email message. Therefore a flaw in one browser engine does not necessarily present a danger to any other application on the system, because few if any other applications besides the browser itself must depend on a single browser engine.

Not everything in Linux is modular. The two most popular graphical desktops, KDE and GNOME, are somewhat monolithic by design; at least enough so that an update to one part of GNOME or KDE can potentially break other parts of GNOME or KDE. Neither GNOME nor KDE are so monolithic, however, as to require you to use GNOME or KDE-specific applications. You can run GNOME applications or any other applications under KDE, and you can run KDE or any other applications under GNOME.

The Linux kernel supports modular drivers, but it is essentially a monolithic kernel where services in the kernel are interdependent. Any adverse impact of this monolithic approach is minimized by the fact that the Linux kernel is designed to be as minimal a part of the system as possible. Linux follows the following philosophy almost to a point of fanaticism: "Whenever a task can be done outside the kernel, it must be done outside the kernel." This means that almost every useful feature in Linux ("useful" as perceived by an end user) is a feature that does not have access to the vulnerable parts of a Linux system.

In contrast, bugs in graphics card drivers are a common cause of the Windows blue-screen-of-death. That's because Windows integrates graphics into the kernel, where a bug can cause a system failure. With only a few proprietary exceptions (such as the third-party NVidia graphics driver), Linux forces all graphics drivers to run outside the kernel. A bug in a graphics driver may cause the graphical desktop to fail, but not cause the entire system to fail. If this happens, one simply restarts the graphical desktop. One does not need to reboot the computer.

Linux servers are ideal for headless non-local administration

A Linux server can be installed, and often should be installed as a "headless" system (no monitor is connected) and administered remotely. This is often the ideal type of installation for servers because a remotely administered server is not exposed to the same risks as a locally administered server.

For example, you can log into your desktop computer as a normal user with restricted privileges and administer the Linux server through a browser-based administration interface. Even the most critical browser-based security vulnerability affects only your local user-level account on the desktop, leaving the server untouched by the security hole.

This may be one of the most important differentiating factors between Linux and Windows, because it virtually negates most of the critical security vulnerabilities that are common to both Linux and Windows systems, such as the vulnerabilities of the Mozilla browser vs. the Internet Explorer browser.

1.3  Important directories in the Linux File System.

Most of the directories that hold Linux system files are "standard." Other UNIX systems will have identical directories with similar contents. This section summarizes some of the more important directories on your Linux system. 

Briefly, Linux contains five filesystems. These filesystems can reside on a single or different physical hard drives and/or hard drive partitions, depending on the size and need of your system. (A single filesystem can also be distributed between different physical devices, if needed.) 

The root "/" filesystem--contains basic operating system and maintenance tools. The content of this filesystem should be sufficient to start up the system and perform emergency maintenance and repairs if they were necessary. 


/usr filesystem--contains all commands, libraries, documentation, and other files that do not change during normal operation. This will also contain major applications, perhaps the ones that come with your distribution, for example Netscape. 


/var filesystem--contains files that change: spool directories, log files, lock files, temporary files, and formatted manual pages. 


/home filesystem--contains user files (users' own settings, customization files, documents, data, mail, caches, etc). 


/proc filesystem--contains entirely illusionary files. They don't really exist on the disk and don't take any space there (although "ls -l" will show their size). When viewing them, you really access information stored in memory. It is used to access information about the system. 

The parts of the root filesystem are: 
/bin--commands needed during bootup that might be used by normal users. 
/sbin--commands not intended for use by general users (users may still use them). 
/etc--system-wide configuration files for your operating system. 
/root--the home directory of the system administrator (called super-user or root). 
/dev--device files. Devices appear on Linux as files so it is easy to write to them. 
/mnt--mount points for removable media (floppy, cdrom, zipdrive), partitions of other operating systems (like dos), network shares, and anything else that is mounted on the file system temporarily. It normally contains subdirectories for the mounting shares. 
/lib--shared libraries for programs that reside on the root filesystem. 
/boot--files used by LILO (a bootstrap loader, the thing that loads first when the computer is booted and perhaps gives you an option which operating system to boot, if you have more than one OS on your computer). It typically also contains the Linux kernel, but this can be stored somewhere else, if only LILO is configured to know where it is. 
/opt--optional large applications, for example kde under RedHat 5.2 (under RedHat 6.0, kde is distributed as any other X-windows distribution, main executables are in the /usr/bin directory). 
/tmp--temporary files. This directory may clean automatically. 
/lost+found--files recovered during the filesystem repair. 

The most interesting parts of the /usr filesystem are: 
/usr/X11R6--X-windows system. 
/usr/X11--the same as /usr/X11R6 (it is a symbolic link to /usr/X11R6). 
/usr/X11R6/bin --lots of small X-windows apps, and perhaps symbolic links to the executables of some larger X-windows applications that reside in other subdirectories). 
/usr/doc--Linux documentation. 
/usr/bin and /usr/sbin--similar to their equivalents on the root filesystem (/bin and /sbin), but not needed for basic bootup (e.g. during emergency maintenance). 
/usr/local--installed "local user" applications, for example Netscape (each in a separate subdirectory). 
/usr/local/bin--perhaps smaller "user" apps, and symbolic links to the larger executables contained in separate subdirectories under /usr/local. 

It is important to understand that all directories appear in a single directory tree, even if the directories are contained on different partitions, physical drives (including floppies, etc), or even if they distributed over the network. Therefore, there are no DOS-type "drive letters" under Linux. 

1.4  Command processor bash.

The shell is a program used to interface between you (the user) and Linux (or, more accurately, between you and the Linux kernel). Figure 10.1 illustrates the relationship between the user, the shell, and the Linux kernel. Every command you type at a prompt on your screen is interpreted by the shell, then passed to the Linux kernel. 

The shell is a command-language interpreter. It has its own set of built-in shell commands. The shell can also make use of all of the Linux utilities and application programs that are available on the system. 

Whenever you enter a command it is interpreted by the Linux shell. For example, in earlier chapters when you were introduced to the Linux file- and directory-manipulation commands, all of the sample commands entered at the command prompt were interpreted by whichever Linux shell you were using. 

Some of the commands, such as the print working directory (pwd) command, are built into the Linux bash shell. Other commands, such as the copy command (cp) and the remove command (rm), are separate executable programs that exist in one of the directories in the filesystem. As the user, you don't know (or probably care) if the command is built into the shell or is a separate program. Figure 10.2 shows how the shell performs this command interpretation. 

The shell tries to find these application programs by looking in all of the directories that are in your search path. The path is a list of directories where executable programs can be found. If the command that was entered is not an internal shell command and it is not an executable file in your path, an error message will be displayed. 

As the last step in a successful command, the shell's internal commands and all of the application programs are eventually broken down into system calls and passed to the Linux kernel. 

Another important aspect of the shell is that it contains a very powerful interpretive programming language. This language is similar in function to the MS-DOS interpreted language, but is much more powerful. The shell programming language supports most of the programming constructs found in high-level languages, such as looping, functions, variables, and arrays. 

The shell programming language is easy to learn, and once known it becomes a very powerful programming tool. Any command that can be typed at the command prompt can also be put into a executable shell program. This means that the shell language can be used to simplify repetitive tasks. See Chapter 11 "Shell Programming," for more information on shell programming. 


How the Shell Gets Started

Earlier in this chapter you learned that the shell is the main method by which a user interacts with the Linux kernel. But how does this program get initialized to do so? The shell is started after you successfully log into the system, and it continues to be the main method of interaction between the user and the kernel until you log out. 

Each user on your system has a default shell. The default shell for each user is specified in the system password file, called /etc/passwd. The system password file contains, among other things, each person's user ID, an encrypted copy of each user's password, and the name of the program to run immediately after a user logs into the system. The program specified in the password file does not have to be one of the Linux shells, but it almost always is. 

The Most Common Shells

Several different kinds of shells are available on Linux and UNIX systems. The most common are the Bourne shell (called sh), the C shell (csh), and the Korn shell (ksh). Each of these three shells has its own advantages and disadvantages. 

The Bourne shell was written by Steven Bourne. It is the original UNIX shell and is available on every UNIX system in existence. The Bourne shell is considered to be very good for UNIX shell programming, but it does not handle user interaction as well as some of the other shells available. 

The C shell, written by Bill Joy, is much more responsive to user interaction. It supports features such as command-line completion that are not in the Bourne shell. The C shell's programming interface is thought by many not to be as good as that of the Bourne shell, but it is used by many C programmers because the syntax of its programming language is similar to that of the C language. This is also why it is named the C shell. 

The Korn shell (ksh) was written by Dave Korn. He took the best features of both the C shell and the Bourne shell and combined them into one that is completely compatible with the Bourne shell. ksh is efficient and has both a good interactive interface and a good programming interface. 

In addition to these shells, many other shell programs took the basic features from one or more of the existing shells and combined them into a new version. The three newer shells that will be discussed in this book are tcsh (an extension of csh), the Bourne Again Shell (bash, an extension of sh), and the Public Domain Korn Shell (pdksh, an extension of ksh). bash is the default shell on most Linux systems. 

The Bourne Again Shell

The Bourne Again Shell (bash), as its name implies, is an extension of the Bourne shell. bash is fully backward-compatible with the Bourne shell, but contains many enhancements and extra features that are not present in the Bourne shell. bash also contains many of the best features that exist in the C and Korn shells. bash has a very flexible and powerful programming interface, as well as a user-friendly command interface. 

Why use bash instead of sh? The biggest drawback of the Bourne shell is the way that it handles user input. Typing commands into the Bourne shell can often be very tedious, especially if you are using it on a regular basis and typing in a large number of commands. bash provides several features that make entering commands much easier. 

Command-Line Completion

Often when you enter commands into bash (or any other shell), the complete text of the command is not necessary in order for the shell to be able to determine what you want it to do. For example, assume that the current working directory contains the following files and subdirectories: 

[user@me user]$ ls -F

1/              Worki/       tiutiun/            docs/           mbox            

2/              Soft/       alter/ 

projects/              

If you want to change directories from the current working directory to the TIUTIUN subdirectory, you would enter the command 

[user@me user]$ cd TIUTIUN

Although this command will work, bash enables you to accomplish the same thing in a slightly different way. Since TIUTIUN is the only file in the directory that begins with the letter T, bash should be able to figure out what you want to do after you type in the letter t alone: 

[user@me user]$ cd T

 After the letter has been typed, the only thing that you could be referring to is the test subdirectory. To get bash to finish the command for you, press the Tab key: 

[user@me user]$ cd T<tab>

When you do this, bash finishes the command for you and displays it on the screen. The command doesn't actually execute until you press the Enter key to verify that the command bash came up with is the command that you really intended. 

For short commands like this, you might not see very much value in making use of command-line completion. Using this feature may even slow you down when typing short commands. After you get used to using command-line completion, though, and when the commands that you are entering get a little longer, you will wonder how anyone lived without this feature. 

So what happens if more than one file in the directory begins with the letter T? It would seem that this would cause a problem if you wanted to use command-line completion. Let's see what happens when you have the following directory contents: 

[user@me user]$ ls -F

1/  projects/ asm/ docs/  mbox/ TIUTIUN/ Tools/

Now you have two files in the directory that start with the letter T. Assuming that you still want to cd into the TIUTIUN subdirectory, how do you do it using command-line completion? If you type cd T<tab> as you did before, bash will not know which subdirectory you want to change to because the information you have given is not unique. 

If you try to do this, bash will beep to notify you that it does not have enough information to complete the command. This enables you to enter more information without retyping what was already typed. In this case, you only need to enter an e and press the Tab key again. This will give bash enough information to complete the command on the command line for you to verify: 

Wildcards

Another way that bash makes typing commands easier is by enabling users to use wildcards in their commands. The bash shell supports three kinds of wildcards: 

* matches any character and any number of characters. 

? matches any single character. 

[...] matches any single character contained within the brackets. 

The * wildcard can be used in a manner similar to command-line completion. For example, assume the current directory contains the following files: 

[user@me user]$ ls -F

1/              projects/       asm/            docs/           mbox            

2/              soft/       hacker/ 

TIUTIUN/         crack/          

If you want to cd into the TIUTIUN directory, you could type cd test, or you could use command-line completion: 

[user@me user]$ cd T<tab> 

This causes bash to complete the command for you. Now there is a third way to do the same thing. Because only one file begins with the letter t, you could also change to the directory by using the * wildcard. You could enter the following command: 

[user@me user]$ cd T*

The * matches any character and any number of characters, so the shell will replace the T* with TIUTIUN (the only file in the directory that matches the wildcard pattern). 

This will work reliably only if there is one file in the directory that starts with the letter T. If more than one file in the directory starts with the letter T, the shell will try to replace T* with the list of filenames in the directory that match the wildcard pattern and the cd command will cd into the first directory in this list. This will end up being the file that comes first alphabetically, and may or may not be the intended file. 

A more practical situation in which to use the * wildcard is when you want to execute the same command on multiple files that have similar filenames. For example, assume the current directory contains the following files: 

ch1.doc ch2.doc ch3.doc chimp config mail/ test/ tools/

If you wanted to print all of the files that have a .doc extension, you could do so easily by entering the following command: 

lpr *.doc

In this case, bash will replace *.doc with the names of all of the files in the directory that match that wildcard pattern. After bash performed this substitution, the command that would be processed would be: 


lpr ch1.doc ch2.doc ch3.doc

The lpr command would be invoked with the arguments of ch1.doc, ch2.doc, and ch3.doc. 

Note:
Given the directory contents used in the previous example, there are several ways to print all of the files that have a .doc extension. All of the following commands would also work: 
lpr *doc 
lpr *oc 
lpr *c 

The ? wildcard functions in an identical way to the * wildcard except that the ? wildcard only matches a single character. Using the same directory contents shown in the previous example, the ? wildcard could be used to print all of the files with the .doc extension by entering the following command: 

lpr ch?.doc

The [...] wildcard enables you to specify certain characters or ranges of characters to match. To print all of the files in the example that have the .doc extension using the [...] wildcard, you would enter one of the following two commands: 

lpr ch[123].doc

Using a command to specify a range of characters, you would enter 


lpr ch[1-3].doc


 Command History

bash also supports command history. This means that bash keeps track of a certain number of previous commands that have been entered into the shell. The number of commands is given by a shell variable called HISTSIZE. For more information on HISTSIZE, see the section "bash Variables" later in this chapter. 

bash stores the text of the previous commands in a history list. When you log into your account, the history list is initialized from a history file. The filename of the history file can be set using the HISTFILE bash variable. The default filename for the history file is .bash_history. This file is usually located in your home directory. (Notice that the file begins with a period. This means that the file is hidden and will only appear in a directory listing if you use the -a or -A option of the ls command.). 

Just storing previous commands into a history file is not all that useful, so bash provides several ways of recalling them. The simplest way of using the history list is with the up- and down-arrow keys, which scroll through the commands that have been previously entered. 

Pressing the up-arrow key will cause the last command that was entered to appear on the command line. Pressing the up-arrow key again will put the command previous to that one on the command line, and so on. If you move up in the command buffer past the command that you wanted, you can also move down the history list a command at a time by pressing the down-arrow key. (This is the same process used by the DOS doskey utility.) 

The command displayed on the command line through the history list can be edited, if needed. bash supports a complex set of editing capabilities. There are simple ways of editing the command line for small and easy changes. You can use the left and right arrow keys to move along the command line. You can insert text at any point in the command line, and can also delete text by using the Backspace or Delete key. Most users should find these simple editing commands sufficient. 

Note:
The complex set of editing commands that bash offers are similar to the commands used in the emacs and vi text editors. 

Another method of using the history file is to display and edit the list using the history and fc (fix command) commands built into bash. The history command can be invoked using two different methods. The first method uses the command 

history [n]

When the history command is used with no options, the entire contents of the history list are displayed. The list that is displayed on-screen might resemble the following sample list: 

[user@me user]$ history |more

   65  mail

   66  mail

   67  w

   68  w

   69  w

   70  ginger @lma

   71  finger @lma

   72  finger @ti

   73  /sbin/route

   74  netstat -rn

   75  w

   76  lynx www.yahoo.com

   77  w

   78  mail

   79  mail

   80  mail

   81  w

   82  finger @lma

   83  w

   84  w

Using the n with the history command causes the only last n lines in the history list to be shown. So, for example, history 5 shows only the last five commands. 

The second method of invoking the history command is used to modify the contents of the history file, or the history list. The command has the following command-line syntax: 

history [-r|w|a|n] [filename]

In this form, the -r option tells the history command to read the contents of the history file and use them as the current history list. The -w option will cause the history command to write the current history list to the history file (overwriting what is currently in the file). The -a option appends the current history list to the end of the history file. The -n option causes the lines that are in the history file to be read into the current history list. 

All of the options for the second form of the history command can use the filename option as the name of the history file. If no filename is specified, the history command will use the value of the HISTFILE shell variable. 

The fc command can be used in two different ways to edit the command history. In the first way, the fc command would be entered using the following command-line syntax: 

fc [-e editor_name] [-n] [-l] [-r] [first] [last]

where all options given in braces are optional. The -e editor name option is used to specify the text editor to be used for editing the commands. The first and last options are used to select a range of commands to take out of the history list. first and last can refer either to the number of a command in the history list or to a string that fc will try to find in the history list. 

The -n option is used to suppress command numbers when listing the history commands. The -r option lists the matched commands in reverse order. The -l command lists the matched commands to the screen. In all cases except when the -l command option is used, the matching commands will be loaded into a text editor. 

Note:
The text editor used by fc is found by taking the value of editor name if the -e editor name option is used. If this option was not used, fc uses the editor specified by the variable FCEDIT. If this variable does not exist, fc will use the value of the EDITOR variable. Finally, if none of these variables exists, the editor that will be chosen is vi, by default. 

Aliases

Another way that bash makes life easier for you is by supporting command aliases. Command aliases are commands that the user can specify. Alias commands are usually abbreviations of other commands, designed to save keystrokes. 

For example, if you are entering the following command on a regular basis, you might be inclined to create an alias for it to save yourself some typing: 

[user@me user]$ cd /usr/X11R6/lib/X11/config

Instead of typing this command every time you wanted to go to the sample-configs directory, you could create an alias called goconfig that would cause the longer command to be executed. To set up an alias like this you must use the bash alias command. To create the goconfig alias, enter the following command at the bash prompt: 

[user@me user]$ alias goconfig='cd /usr/X11R6/lib/X11/configs’

Now, until you exit from bash, the goconfig command will cause the original, longer command to be executed as if you had just typed it. 

If you decide after you have entered an alias that you did not need it, you can use the bash unalias command to delete the alias: 

[user@me user]$ unalias goconfig

There are a number of useful aliases that most users find helpful. These can be written in a file that you execute when you log in, to save you from typing them each time. Some aliases that you might want to define are the following: 

· alias ll='ls -l' 

· alias log='logout' 

· alias ls='ls -F' 


If you are a DOS user and are used to using DOS file commands, you can use the alias command to define the following aliases so that Linux behaves like DOS: 

· alias dir='ls' 

· alias copy='cp' 

· alias rename='mv' 

· alias md='mkdir' 

· alias rd='rmdir' 


Note:
When defining aliases, you can't include spaces on either side of the equal sign, or the shell can't properly determine what you want to do. Quotation marks are necessary only if the command within them contains spaces or other special characters. 

If you enter the alias command without any arguments, it will display all of the aliases that are already defined on-screen. The following listing illustrates a sample output from the alias command: 

alias dir='ls'

alias ll='ls -l'

alias ls='ls -F'

alias md='mkdir'

alias net='term < /dev/modem > /dev/modem 2> /dev/null&'

alias rd='rmdir'


  Input Redirection

Input redirection is used to change the source of input for a command. When a command is entered in bash, the command is expecting some kind of input in order to do its job. Some of the simpler commands must get all of the information that they need passed to them on the command line. For example, the rm command requires arguments on the command line. You must tell rm the files that you want it to delete on the command line, or it will issue a prompt telling you to enter rm -h for help. 

Other commands require more elaborate input than a simple directory name. The input for these commands can be found in a file. For example, the wc (word count) command counts the number of characters, words, and lines in the input that was given to it. If you just type wc <enter> at the command line, wc waits for you to tell it what it should be counting. There will be a prompt on the command line asking for more information, but because the prompt is sometimes not easily identifiable, it will not necessarily be obvious to you what is happening. (It might actually appear as though bash has died, because it is just sitting there. Everything that you type shows up on-screen, but nothing else appears to be happening.) 

What is actually occurring is that the wc command is collecting input for itself. If you press Ctrl-D, the results of the wc command will be written to the screen. If you enter the wc command with a filename as an argument, as shown in the following example, wc will return the number of characters, words, and lines that are contained in that file: 

wc test

11 2 1

Another way to pass the contents of the test file to wc is to redirect the input of the wc command from the terminal to the test file. This will result in the same output. The < symbol is used by bash to mean "redirect the input to the current command from the specified file." So, redirecting wc's input from the terminal to the test file can be done by entering the following command: 

wc < test

11 2 1

Input redirection is not used all that often because most commands that require input from a file have the option to specify a filename on the command line. There are times, however, when you will come across a program that will not accept a filename as an input parameter, and yet the input that you want to give exists in a file. Whenever this situation occurs, you can use input redirection to get around the problem. 


Output Redirection

Output redirection is more commonly used than input redirection. Output redirection enables you to redirect the output from a command into a file, as opposed to having the output displayed on-screen. 

There are many situations in which this can be useful. For example, if the output of a command is quite large and will not fit on the screen, you might want to redirect it to a file so that you can view it later using a text editor. There also may be cases where you want to keep the output of a command to show to someone else, or so you can print the results. Finally, output redirection is also useful if you want to use the output from one command as input for another. (There is an easier way to use the output of one command as input to a second command. This is shown in the "Pipelines" section in this chapter.) 

Output redirection is done in much the same way as input redirection. Instead of using the < symbol, the > symbol is used. 

Note:
The best way to remember which symbol is input or output redirection is to think of the < as a funnel that is funneling input into the command (because the command receiving the input will be on the left-hand side of the <) and the > as a funnel that is funneling the output from the command into a file. 

As an example of output redirection, you can redirect the output of the ls command into a file named directory.out using the following command: 


ls > directory.out

Pipelines

Pipelines are a way to string together a series of commands. This means that the output from the first command in the pipeline is used as the input to the second command in the pipeline. The output from the second command in the pipeline is used as input to the third command in the pipeline, and so on. The output from the last command in the pipeline is the output that you will actually see displayed on-screen (or put in a file if output redirection was specified on the command line). 

You can tell bash to create a pipeline by typing two or more commands separated by the vertical bar or pipe character, |. The following example illustrates the use of a pipeline: 

[user@me user]$ cat sample.text | grep "High" | wc -l

This pipeline would take the output from the cat command (which lists the contents of a file) and send it into the grep command. The grep command searches for each occurrence of the word High in its input. The grep command's output would then consist of each line in the file that contained the word High. This output is then sent to the wc command. The wc command with the -l option prints the number of lines contained in its input. 

To show the results on a real file, suppose the contents of sample.text was 

Things to do today:

Low: Go grocery shopping

High: Return movie

High: Clear level 3 in Alien vs. Predator

Medium: Pick up clothes from dry cleaner

The pipeline would return the result 2, indicating that you had two things of high importance to complete today: 

[user@me user]$ cat sample.text | grep "High" | wc -l

2

Prompts

bash has two levels of user prompt. The first level is what you see when bash is waiting for a command to be typed. (This is what you normally see when you are working with bash.) 

The default first-level prompt is the $ character. If you do not like the $ character as the prompt, or you would prefer to customize your prompt, you can do so by setting the value of the PS1 bash variable. For example: 

PS1="Please enter a command"

sets the bash shell prompt to the specified string. 

The second level of prompt is displayed when bash is expecting more input from you in order to complete a command. The default for the second level prompt is >. If you want to change the second-level prompt, you can set the value of the PS2 variable, as in 

PS2="I need more information"

In addition to displaying static character strings in the command prompts (as in the two preced-ing examples), you can also use some predefined special characters. These special characters place things such as the current time into the prompt. Table 7.1 lists the most commonly used special-character codes. 


Table 7.1. Prompt special character codes.

Character 
Meaning 

\! 
Displays the history number of this command. 

\# 
Displays the command number of the current command. 

\$ 
Displays a $ in the prompt unless the user is root. When the user is root, it displays a #. 

\\ 
Displays a backslash. 

\d 
Displays the current date. 

\h 
Displays the host name of the computer on which the shell is running. 

\n 
Prints a newline character. This will cause the prompt to span more than one line. 

\nnn 
Displays the character that corresponds to the octal value of the number nnn. 

\s 
The name of the shell that is running. 

\t 
Displays the current time. 

\u 
Displays the username of the current user. 

\W 
Displays the base name of the current working directory. 

\w 
Displays the current working directory. 

These special characters can be combined into several useful prompts to provide you with information about where you are. (They can be combined in very grotesque ways, too!) Several examples of setting the PS1 prompt are: 

PS1="\t"

This would cause the prompt to have the following appearance (there would not be a space after the prompt): 

02:16:15

The prompt string 

PS1=\t

would cause the prompt to have the following appearance: 

t

This shows the importance of including the character sequence in quotation marks. The prompt string 

PS1="\t\\ "

will cause the prompt to look like this: 

02:16:30\

In this case, there would be a space following the prompt because there was a space within the quotation marks. 


 Job Control

Job control refers to the ability to control the execution behavior of a currently running process. Specifically, you can suspend a running process and cause it to resume running at a later time. bash keeps track of all of the processes that it started (as a result of user input), and you can suspend a running process or restart a suspended one at any time during the life of that process. 

Pressing Ctrl-Z suspends a running process. The bg command restarts a suspended process in the background, whereas the fg command restarts a process in the foreground.

These commands are most often used when a user wants to run a command in the background but by accident starts it in the foreground. When a command is started in the foreground, it locks the shell from any further user interaction until the command completes execution. This is usually no problem because most commands only take a few seconds to execute. If the command you are running is going to take a long time, though, you would typically start the command in the background so that you could continue to use bash to enter other commands in the foreground. 

For example, if you started the command find / -name "test" > find.out (which will scan the entire filesystem for files named test and store the results in a file called find.out) in the foreground, your shell may be tied up for many seconds or even minutes, depending on the size of the filesystem and the number of users on the system. If you had issued this command and wanted to continue executing in the background so you could use the system again, you would enter the following: 

control-z

bg

This would first suspend the find command, then restart it in the background. The find command would continue to execute, and you would have bash back again. 


Customizing bash

Many ways of customizing bash have already been described in this chapter. Until now, the changes that you made affected only the current bash session. As soon as you quit, all of the customizations that you made will be lost. You can make the customizations more permanent by storing them in a bash initialization file. 

You can put any commands that you want to be executed each time bash is started into this initialization file. Commands that are typically found in this file are alias commands and variable initializations. 

The bash initialization file is named profile. Each user who uses bash has a .profile file in his home directory. This file is read by bash each time it starts, and all of the commands contained within it are executed. 

The following code shows the default .profile file. This file is located in the /etc directory and is read when you start bash. If you want to add your own customizations to bash, you must copy this file into your home directory (if it is not already there) and call it .profile. 

Note:
Some setup programs make a copy of the .profile file in your home directory for you automatically when they create your login. However, not all routines do this, so you should check your home directory first. Remember that all files starting with a period are hidden and can only be displayed with the ls -A or ls -a command. 

# commands common to all logins

export OPENWINHOME=/usr/openwin

export MINICOM="-c on"

export MANPATH=/usr/local/man:/usr/man/preformat:/usr/man:/X11/man:/usr/openwin/man

export HOSTNAME="'cat /etc/HOSTNAME'"

PATH="$PATH:/usr/X11/bin:$OPENWINHOME/bin:/usr/games:."

LESS=-MM

# I had problems using 'eval test' instead of 'TERM=', but you might want to
# try it anyway. I think with the right /etc/termcap it would work great. 
# eval 'tset -sQ "$TERM"'if [ "$TERM" = "" -o "$TERM" = "unknown"]; then

TERM=linux

fi

#PS1=''hostname':'pwd'# '

if [ "$SHELL" = "/bin/pdksh" -o "$SHELL" = "/bin/ksh" ]; then

PS1="! $"

elif [ "$SHELL" = "/bin/zsh" ]; then

PS1="%m:%~%# "

elif [ "$SHELL" = "/bin/ash" ]; then

PS1="$ "

else

PS1='\h:\w\$ '

fi

PS2='> '

ignoreeof=10

export PATH DISPLAY LESS TERM PS1 PS2 ignoreeof

umask 022

# set up the color-ls environment variables:

if [ "$SHELL" = "/bin/zsh" l; then

eval 'dircolors -z'

elif [ "$SHELL" = "/bin/ash" l; then

eval 'dircolors -s'

else

eval 'dircolors -b'

fi

echo

fortune

echo

export TAPE="/dev/nftape"

bash Variables

Here are some of the most useful bash variables, including the variable name and a brief description: 

EDITOR, FCEDIT: The default editor for the fc bash command. 

HISTFILE: The file used to store the command history. 

HISTSIZE: The size of the history list. 

HOME: The HOME directory of the current user 

OLDPWD: The previous working directory (the one that was current before the current directory was entered). 

PATH: The search path that bash uses when looking for executable files 

PS1: The first-level prompt that is displayed on the command line 

PS2: The second-level prompt that is displayed when a command is expecting more input 

PWD: The current working directory 

SECONDS: The number of seconds that have elapsed since the current bash session was started 

bash has many more variables than are listed here, but the most commonly used ones are shown. To find out what other variables bash offers, call the man page with the command man bash. 

2. OS Linux Installation

The process of installing Red Hat Linux is straightforward, although there are lots of little problems scattered throughout the process that can cause hassles. Red Hat Linux is much easier to install than many other versions of Linux, so you will find the installation goes quite easily. Common errors that you might make are handled nicely by the Red Hat installation program, and the system is versatile enough to handle most configuration requirements. 

The essential steps for installing Red Hat Linux are as follows: 

1. Create boot and root disks. 

2. Boot Linux from floppies. 

3. Partition the hard disk. 

4. Create a swap file. 

5. Create a Linux file system. 

6. Install the Linux software. 

7. Configure the kernel. 

8. Set the boot process. 

Reboot into Linux from your hard disk. 


 2.1  Difference between Expert and Simple modes.

Linux gives you two choices for installation: text-based (Expert) or X-based (Simple). If you have installed Linux before or are familiar with operating systems, you can use either with equal confidence. The graphical interface installation using X is a more visually pleasant installation process. 

On the other hand, the text-based installation process is more traditional and familiar to veteran Linux users. If you are unsure of how to use X, or not sure of your system configuration with respect to mouse and video card, you should stay with the text-based installation. It guides you through each step with full descriptions on the screen.

 2.2  Using fdisk. Partition Setting partitions.

If you have not set up Linux on your system before, or you need to allocate partitions for Linux on your system, you will need to use a disk-partitioning scheme. Linux gives you a choice of two disk partitioning utilities: fdisk and cfdisk. The fdisk utility is similar to the DOS FDISK program. It is covered in more detail later in this chapter, in the section entitled, "Installing the Linux Partitions." 

The cfdisk utility is similar to fdisk but is a little more friendly. Many people find cfdisk easier to use than fdisk, as it uses simple mnemonic commands to perform each function. The choice of partitioning utility is entirely up to you: they both do the same job. 

If you have set new partitions on your hard disk for Linux, you will have to reboot your system to make them effective (don't forget to write the partition table to disk when you exit either fdisk or cfdisk!). After a reboot, start the installation process again either from your boot floppies or the CD-ROM, and the new disk partitions will be recognized by Linux.

After the disk partitions are set, Linux will try to detect your swap partition. The installation routine will display a window with the device names of all your swap partitions listed. To format the swap partition, choose one of the partitions listed (or the only entry if you set up only one swap partition) and choose Yes from the menu to start the formatting. The process takes about a minute, depending on the size of the swap partition. 

After the swap partition has been formatted and made available to the kernel, the installation routine detects any Linux data partitions. These are displayed with the option to format them. For a new installation, you should format the Linux partition using this screen.

Because the versions of fdisk in DOS, OS/2, UNIX, and Linux all differ, all the steps aren't explained here. The fdisk utility is very easy to use, so if you have used PC machines for a while this will not be a problem for you. Remember, though, that fdisk will destroy existing data on your disk! You can set up your Linux disk partitions either from DOS or from within Linux. It really doesn't matter which approach you use, although the DOS fdisk program is a little easier to use than the Linux version. If you are using DOS fdisk to repartition a DOS area on your drives, you may as well use it to set up the Linux swap space and file-system partitions, too. The DOS version of fdisk has one problem, though: it can't set the partition type numbers. Linux's fdisk lets you set the partition types to be recognized more easily (type 82 for Linux swap and type 83 for Linux data). 

To set up partitions for Linux, remove any existing partitions first (unless you want to keep them as they are). If you intend to use DOS on the same system as Linux, DOS should be the first partition on the disk so it can boot. (There are a few ways to get by this using LILO, but it is still a good rule to leave DOS as the first partition.) If you are keeping an existing DOS partition, it should be the first partition. 

You should create a DOS boot disk that can reformat and transfer the DOS kernel to the hard drive, regardless of whether you are leaving an existing DOS partition or creating a new one. To create the boot diskette, use the DOS command

format a: /s

(assuming A: is the drive the diskette is in). The /s option transfers the operating system kernel. Next, copy the utilities FDISK, FORMAT, SYS, and CHKDSK to the boot floppy. You should also copy an editor, such as EDIT, and your existing CONFIG.SYS and AUTOEXEC.BAT files (although you could rename them). This disk will let you format any new DOS partitions. Alternatively, if you are starting from scratch with a new DOS partition, you can simply reload DOS from the original diskettes when ready to format the DOS partition. 

If you are removing an existing DOS partition and re-creating a smaller one (as you would if your entire disk was DOS before Linux came into your life), follow these steps (after making a backup of your DOS data): 

1. Remove the existing DOS partition. 

2. Create a new primary DOS partition as the first partition. 

3. Make the DOS partition active. 

4. Reboot the system from your boot floppy (or DOS disks). 

5. Format the DOS partition and transfer the DOS kernel (COMMAND.COM) and hidden .SYS files by using the DOS SYS command or using FORMAT /S. 

6. Restore your backup files to the DOS partition (this can be done at any time). 


Next, set up the Linux swap-space partition by creating a partition of the proper size. You can do this step either from DOS or when you have booted Linux from the boot and root floppies. For the sake of this chapter, we'll assume you are setting up the partitions from DOS (although the process is the same either way). 

Most versions of fdisk enable you to enter the size of the partition in MB, with the utility calculating the sector numbers that apply to it. Set the size of the Linux swap space to whatever size you decided. Don't make the partition active or format it! You can set up the swap-space partition in an extended disk partition, but a primary partition is a better choice if your disk can support it. 

Finally, create the Linux file-system partition to be whatever size you want, or the rest of the disk if that's the only partition missing. Again, don't activate or format the partition. When you are running the Linux installation routine, you will identify and format the swap space and file-system partitions properly. 

One of the first steps you are asked to do by the installation routine is to set up disk partitions. Red Hat Linux has two disk-partitioning utilities: fdisk and cfdisk. Both perform the same tasks, but cfdisk is a little easier to use. The fdisk utility, though, will be familiar to users of other Linux versions. 

If you have more than one hard drive, you can place your Linux partitions on either drive. If you are planning on keeping a DOS partition, though, make sure it is the first partition on the first drive. Linux isn't so picky. If you want to boot Linux cleanly, place a Linux file system on the first drive. You can also create Linux file systems on the second drive. Linux swap partitions can be on either drive. If you have two drives, putting the swap space on the second drive and the bootable Linux data partition on the first should provide better performance.

Linux's fdisk program is different from the one in DOS, so you should check the menus frequently to determine the proper commands. During the installation process the disk partitions are detected automatically, and you are placed in the fdisk program. 

Alternatively, you can run fdisk at any time from a Linux prompt. You invoke the Linux fdisk in the same manner as that in DOS. If you don't specify a drive, fdisk will assume the first one in the system. Otherwise, you can specifically indicate which disk drive to partition by giving the device name on the command line, as in

fdisk /dev/hdb

which will invoke fdisk for the second drive. If your system has IDE, ESDI, or RLL drives, the first is /dev/hda and the second /dev/hdb. SCSI drives are /dev/sda, /dev/sdb, and so on. Because seven SCSI drives can be supported on a single controller, you could have up to /dev/hdg. (You can go even higher with another controller card, but few Linux systems will require this!) 

As mentioned previously, Linux fdisk commands are different from the fdisk commands for DOS. Essentially, the commands you need to run the Linux fdisk utility are the following: 

· d—Deletes an existing partition 

· l—Lists all known partition types

· n—Creates a new partition 

· p—Displays the current partition table 

· q—Quits fdisk without saving changes 

· t—Changes a partition's type code 

· v—Verifies the partition table 

· w—Writes current partition table to disk and exits 

The process for setting up a partition is to first examine the partition table to make sure any existing partitions are correct. If you have a DOS partition on your drive, it should show in the partition table. If you created Linux swap and file-system partitions when you were in DOS's fdisk, they should appear in the partition table too, although the partition types will be incorrect. 

 2.3  File system. Types of file systems.

When you have a swap space configured and working, you can set up the Linux file system. This step may be automated by some Linux installation scripts, or you may have to execute it yourself. Either way, this section explains what is going on. 

You will have already allocated the partition table to support a Linux file system. Now you can create the file system with the mkfs (make file system) command. The exact format of the command depends on the type of file system you are setting up. The most popular file system (for reasons of speed and flexibility) is called the Second Extended file system (which has nothing to do with extended partitions on a hard disk). To create a Second Extended file system, issue the command 

mke2fs -c partition size

where partition is the device name and size is the size of the partition in blocks (taken from the partition display in fdisk). The size doesn't have to be specified with mke2fs as it can figure it out from the partition information. For example, to create a file system in /dev/hda3, the command would be

mke2fs -c /dev/hda3

The mke2fs utility will check the partition for bad blocks (the -c option) then set the file system up properly in that partition. If you are setting up a large partition, the disk check can take a few minutes—but you should not ignore it unless you know your disk is good. 

The other file systems available to Linux are the Xia file system, the Extended file system, and the Minix file system. The Xia file system is good, but not as popular as the Second Extended. The Extended file system is an older version of Second Extended, whereas the Minix file system is compatible with the old Minix operating system. You can create these file systems with the following commands: 

Extended—mkefs 

Minix—mkfs 

Xia—mkxfs 

All three commands take the same arguments as the Second Extended file-system command. The Minix file system is limited to 64MB. 

None of the mkfs commands format the filesystem—they simply set it up. You are prompted for a file-system format during the installation process.

3. Basic system configuration.

 3.1  System booting. INIT process. Configurational file inittab.

The init utility is the last stage of the boot process.  It normally runs the automatic boot sequence as described in rc(8), and if this succeeds, begins multi-user operation.  If the reboot scripts fail, init commences single-user operation by giving the super-user a shell on the console.  The init utility may be passed parameters from the boot program to prevent the system from going multi-user and to instead execute a single-user shell without starting the normal daemons.  The system is then quiescent for maintenance work and may later be made to go to multi-user by exiting the single-user shell (with ^D).  This causes init to run the /etc/rc start up command file in fastboot mode (skipping disk checks).


The system typically boots as follows:

1. the boot loader loads the kernel and the initial RAM disk

2. the kernel converts initrd into a "normal" RAM disk and frees the memory used by initrd

3. initrd is mounted read-write as root

4.  4) /linuxrc is executed (this can be any valid executable, including shell scripts; it is run with uid 0 and can do basically everything init can do)

5.  linuxrc mounts the "real" root file system

6. linuxrc places the root file system at the root directory using the pivot_root system call

7. the usual boot sequence (e.g. invocation of /sbin/init) is performed on the root file system

8.  the initrd file system is removed

 3.2  Runlevels. Directory “/etc/rc.d”

The idea behind operating different services at different runlevels essentially revolves around the fact that different systems can be used in a different ways. Some services cannot be used until the system is in a particular state, or mode, such as ready for more than one user or has networking available.

There are times in which you may want to operate the system at a lower mode, such as fixing disk corruption problems in runlevel 1 so no other users can possibly be on the system or leaving a server in runlevel 3 without an X session running. In these cases, running services that depend upon a higher system mode to function does not make sense because they will not work correctly anyway. By already having each service assigned to start when its particular runlevel is reached, you ensure an orderly start up process and can quickly change the mode of the machine without worrying about which services to manually start or stop.

The SysV init runlevel system provides a standard process for controlling which programs init  launches or halts when initializing a runlevel. SysV init was chosen because it is easier to use and more flexible than the traditional BSD-style init process.

The configuration files for SysV init are located in the /etc/rc.d/ directory. Within this directory, are the rc, rc.local, rc.sysinit, and, optionally, the rc.serial scripts as well as the following directories:

init.d/

rc0.d/

rc1.d/

rc2.d/

rc3.d/

rc4.d/

rc5.d/

rc6.d/

The init.d/ directory contains the scripts used by the /sbin/init  command when controlling services. Each of the numbered directories represent the six default runlevels configured by default under Red Hat Linux.

Runlevels are a state, or mode, defined by the services listed in the SysV /etc/rc.d/rc<x>.d/ directory, where <x> is the number of the runlevel.

The idea behind SysV init runlevels revolves around the fact that different systems can be used in a different ways. For example, a server runs more efficiently without the drag on system resources created by the X Window System. Other times, a system administrator may need to operate the system at a lower runlevel to perform diagnostic tasks, like fixing disk corruption in runlevel 1, when no other users can possibly be on the system.

The characteristics of a given runlevel determines which services are halted and started by init. For instance, runlevel 1 (single user mode) halts any network services, while runlevel 3 starts these services. By assigning specific services to be halted or started on a given runlevel, init can quickly change the mode of the machine without the user manually stopping and starting services.

The following runlevels are defined by default for Red Hat Linux:

          0 — Halt

          1 — Single-user text mode

          2 — Not used (user-definable)

          3 — Full multi-user text mode

          4 — Not used (user-definable)

          5 — Full multi-user graphical mode (with an X-based login screen)


6 — Reboot

In general, users operate Red Hat Linux at runlevel 3 or runlevel 5 — both full multi-user modes. Users sometimes customize runlevels 2 and 4 to meet specific needs. since they are not used.

The default runlevel for the system is listed in /etc/inittab. To find out the default runlevel for a system, look for the line similar to the one below near the top of /etc/inittab:

id:5:initdefault:

One of the best ways to configure runlevels is to use an initscript utility. These tools are designed to simplify the task of maintaining files in the SysV init directory hierarchy and relieves system administrators from having to directly manipulate the numerous symbolic links in the subdirectories of /etc/rc.d/.

Red Hat Linux provides three such utilities:

      /sbin/chkconfig — The /sbin/chkconfig utility is a simple command-line tool for maintaining the /etc/rc.d/init.d directory hierarchy.

      /sbin/ntsysv — The ncurses-based /sbin/ntsysv utility provides an interactive text-based interface, which some find easier to use than chkconfig.

      Services Configuration Tool — The graphical Services Configuration Tool (redhat-config-services) program is a flexible GTK2-based utility for configuring runlevels.

Please refer to the chapter titled Controlling Access to Services in Red Hat Linux Customization Guide for more information regarding these tools.

 3.3  Scheduler CRON. Configurational file crontab

Cron is a Unix/Linux program scheduler. It'll automatically execute commands on your server according to a schedule you specify.

A few of the many uses for scheduled commands are:

· Email WillMaster Possibilites ezine at 12:08 GMT every Tuesday 

· Do automatic database updates at night when the server is less busy.

· Send a robot to select sites for verifying certain links are present.

· Send a weekly report to you about how much server space you're using.

Almost anything that needs to be done according to a schedule and that doesn't need direct human supervision can be set up with Unix/Linux cron.

Note: Some hosting companies don't give their accounts telnet or SSH (a secure telnet-like connection) access to the server. A few, in lieu of such access, provide a control panel to set up cron schedules. Others do not provide cron scheduling at all.

To create a cron schedule, put a list of commands and their schedules in a plain text file. This text file is called the "cron table." Upload the cron table to your server. Then telnet or SSH to your server.

Once at your server, type

crontab filename

replacing "filename" with the file name of the cron table you uploaded to your server. This will register your cron table with the cron system.

If you want to verify that the cron system has indeed registered your cron table, type

crontab -l

(the letter el, not the number 1). That will display a list of the current registered cron schedules.

The cron Table

The cron table has six fields. The first five fields are schedule time fields and the sixth is the command itself:

1. The minute of the hour the command shall execute.

2. The hour the command shall execute.

3. The day of the month the command shall execute.

4. The month the command shall execute.

5. The day of the week the command shall execute.

6. The command.

All six fields are on one line. There is one space between each field. Only field 6 may contain spaces within itself.

Here is an example of what a schedule might look like:

10 3 1 1 * /usr/bin/perl /www/cgi-bin/script.cgi

Comments in the cron table, ignored by the server, are lines beginning with the # symbol.

 3.4  Logging service SYSLOG. Configurational file “syslog.conf”

syslog is a utility for tracking and logging all manner of system messages from the merely informational to the extremely critical. Each system message sent to the syslog server has two descriptive labels associated with it that makes the message easier to handle.

The files to which syslog writes each type of message received is set in the /etc/syslog.conf configuration file. This file consists of two columns. The first lists the facilities and severities of messages to expect and the second lists the files to which they should be logged. By default, RedHat/Fedora's /etc/syslog.conf file is configured to put most of the messages in the file /var/log/messages. Here is a sample:

.info;mail.none;authpriv.none;cron.none           /var/log/messages

In this case, all messages of severity "info" and above are logged, but none from the mail, cron or authentication facilities/subsystems. You can make this logging even more sensitive by replacing the line above with one that captures all messages from debug severity and above in the /var/log/messages file. This may be more suitable for troubleshooting.

*.debug                                          /var/log/messages

Certain applications will additionally log to their own application specific log files and directories independent of the syslog.conf file. Here are some common examples:

/var/log/maillog             : Mail

/var/log/httpd/access_log    : Apache web server page access logs

 3.5  Device mounting. Command mount. Configurational files “fstab”, “mtab”. File system NFS.

mount attaches the filesystem specified by source (which is often a device name, but can also be a directory name or a dummy) to the directory specified by target.

umount and umount2 remove the attachment of the (topmost) filesystem mounted on target.

Only the super-user may mount and unmount filesystems. Since Linux 2.4 a single filesystem can be visible at multiple mount points, and multiple mounts can be stacked on the same mount point.

Values for the filesystemtype argument supported by the kernel are listed in /proc/filesystems (like "minix", "ext2", "msdos", "proc", "nfs", "iso9660" etc.). Further types may become available when the appropriate modules are loaded.

Use the mount command to mount an NFS filesystem from another machine:

mount shadowman.example.com:/misc/export /misc/local

The mount point directory on local machine (/misc/local in the above example) must exist.

In this command, shadowman.example.com is the hostname of the NFS fileserver, /misc/export is the filesystem that shadowman is exporting, and /misc/local is the location to mount the filesystem on the local machine. After the mount command runs (and if the client has proper permissions from the shadowman.example.com NFS server) the client user can execute the command ls /misc/local to display a listing of the files in /misc/export on shadowman.example.com.

Mounting NFS Filesystems using /etc/fstab

An alternate way to mount an NFS share from another machine is to add a line to the /etc/fstab file. The line must state the hostname of the NFS server, the directory on the server being exported, and the directory on the local machine where the NFS share is to be mounted. You must be root to modify the /etc/fstab file.

The general syntax for the line in /etc/fstab is as follows:

server:/usr/local/pub    /pub   nfs    rsize=8192,wsize=8192,timeo=14,intr

The mount point /pub must exist on the client machine. After adding this line to /etc/fstab on the client system, type the command mount /pub at a shell prompt, and the mount point /pub will be mounted from the server.

Mounting NFS Filesystems using autofs

A third option for mounting an NFS share is the use of autofs. Autofs uses the automount daemon to manage your mount points by only mounting them dynamically when they are accessed.

Autofs consults the master map configuration file /etc/auto.master to determine which mount points are defined. It then starts an automount process with the appropriate parameters for each mount point. Each line in the master map defines a mount point and a separate map file that defines the filesystems to be mounted under this mount point. For example, the /etc/auto.misc file might define mount points in the /misc directory; this relationship would be defined in the /etc/auto.master file.

Each entry in auto.master has three fields. The first field is the mount point. The second field is the location of the map file, and the third field is optional. The third field can contain information such as a timeout value.

For example, to mount the directory /project52 on the remote machine penguin.host.net at the mount point /misc/myproject on your machine, add the following line to auto.master:

/misc   /etc/auto.misc --timeout 60

Add the following line to /etc/auto.misc:

myproject  -rw,soft,intr,rsize=8192,wsize=8192   penguin.host.net:/project52

The first field in /etc/auto.misc is the name of the /misc subdirectory. This directory is created dynamically by automount. It should not actually exist on the client machine. The second field contains mount options such as rw for read and write access. The third field is the location of the NFS export including the hostname and directory.

The directory /misc must exist on the local filesystem. There should be no subdirectories in /misc on the local filesystem.

Autofs is a service. To start the service, at a shell prompt, type the following commands:

/sbin/service autofs restart

To view the active mount points, type the following command at a shell prompt:

/sbin/service autofs status

If you modify the /etc/auto.master configuration file while autofs is running, you must tell the automount daemon(s) to reload by typing the following command at a shell prompt:

/sbin/service autofs reload

4. Basic network configuration.

4.1 Gateway. Tasks and principle of working. Routing.

Routing is a means of selecting paths in a computer network along which information should be sent. Routing directs forwarding, the passing of logically addressed packets from their source toward their ultimate destination through intermediary nodes, called routers. Forwarding is usually directed by routing tables within the routers, which maintain a record of the best routes to various network destination locations. Thus, the construction of routing tables is important to efficient routing. Routing differs from bridging in its assumption that addresses are structured so that similar addresses are close together in the network, allowing the route to a group of addresses to be represented with a single routing table entry. Therefore, routing is better suited than bridging to large networks, and is the dominant form of path discovery on the Internet.

Small networks may involve hand configuration of routing tables. Large networks involve complex topologies and may change constantly, making the constructing of routing tables very problematic. Nevertheless, most of the PSTN uses pre-computed routing tables, with fallback routes if the most direct route is blocked; see routing in the PSTN. Dynamic routing attempts to solve this problem by constructing routing tables automatically, based on information carried by routing protocols, and allow the network to be nearly autonomous in avoiding network failures and blockages. Dynamic routing dominates the Internet. However, the configuration of the routing protocols often requires a skilled touch; it should not be supposed that networking technology has developed to the point where routing is a completely automatic operation.

In packet switched networks, such as the Internet, the data is split up into packets, each labeled with the complete destination address and routed individually. Circuit switched networks, such as the voice telephone network, also perform routing, to find paths for circuits, such as telephone calls, over which large amounts of data can be sent without continually repeating the complete destination address.

The hardware used in routing includes hubs, switches and routers.

4.2 Symbolic name resolving. Configurational file “resolv.conf”

The translation of a domain name into an IP address is called name resolution and the software to perform the translation is called a resolver. Each resolver is configured with the address of a local domain name server. It sends a DNS request message and waits for the server to send a DNS reply. Most resolvers are configured to use UDP.

When an incoming request specifies a name for which that server is an authority, the server replies directly from its own database. Otherwise, the server temporarily becomes a client of another name server (usually a root server). When the second server returns a result, the original server sends a copy back to the resolver. It caches the result because it is highly likely that it will receive the same request within a short period of time.

Caching reduces the load on the root servers. In addition, the root servers are replicated around the world (there are currently 13) and a DNS server uses whichever root server is most responsive. In practice, the geographically closest root server usually responds first.

The resolver is the DNS client used on most Linux and BSD systems. It comes with glibc. Its configuration file /etc/resolv.conf (note the spelling) determines the DNS servers to use, and various other options - see below.

Almost all machines have a DNS server set up in this file - if it doesn't exist, the system will assume there's a DNS server running on the local machine, and work out the search path from the machines domain name.

The config file is read the first time the DNS client is invoked by a process.

The different configuration options are:

nameserver

    IP address of a DNS server to use. Multiple name servers may be listed, each on their own line. The resolver will use them in order listed - if the first server times out answering the query, the next server will be tried, and so on. If the resolver runs out out of name servers, the first server will be queried again, until a maximum number of retries are made.

search

    Domain(s) to use for DNS lookups when no domain is specified. List each domain following the search keyword with spaces or tabs between them. Each possible domain will be checked in order until a match is found. Note that this process may be slow (queries will time out if no server is available for a domain) and will generate a lot of network traffic if the servers for the listed domains aren't local.

    The search list is currently limited to six domains with a total of 256 characters. If search isn't specified, the search list will be determined from the local domain name (whatever comes after the first dot). If the host name doesn't contain a domain, the root domain is used.

    By default, it search contains only the local domain name. 

domain

    Local domain name. You can use this instead of the search option to specify a single domain to check if a hostname isn't specified. Most people just use search instead (that option lets you use multiple servers, domain doesn't). You can't use domain and search at the same time - they're mutually exclusive.

    If domain isn't specified, the domain will be determined from the local domain name (whatever comes after the first dot). If the host name doesn't contain a domain, the root domain is used. 

sortlist

    Sorts addresses returned by the gethostbyname system call. A sortlist is specified by IP address netmask pairs. The netmask is optional and defaults to the natural netmask of the net. The IP address and optional network pairs are separated by slashes. Up to 10 pairs may be specified. For example:

        sortlist 120.155.160.0/255.255.240.0 120.155.0.0

options

    Allows certain internal resolver variables to be modified. The syntax is where option is one of the following:

    debug

        sets RES_DEBUG in Ft _res.options . 

    ndots: n

        sets a threshold for the number of dots which must appear in a name given to Fn res_query (see resolver(3)) before an initial absolute query will be made. The default for n is ``1 , '' meaning that if there are any dots in a name, the name will be tried first as an absolute name before any search list elements are appended to it. 

    timeout: n

        sets the amount of time the resolver will wait for a response from a remote name server before retrying the query via a different name server. Measured in seconds. 

    attempts: n

        sets the number of times the resolver will send a query to its name servers before giving up and returning an error to the calling application.

    rotate

        sets RES_ROTATE in Ft _res.options , which causes round robin selection of nameservers from among those listed. This has the effect of spreading the query load among all listed servers, rather than having all clients try the first listed server first every time. 

    no-check-names

        sets RES_NOCHECKNAME in Ft _res.options , which disables the modern BIND checking of incoming host names and mail names for invalid characters such as underscore (_), non-ASCII, or control characters. 

    inet6

        sets RES_USE_INET6 in Ft _res.options . This has the effect of trying a AAAA query before an A query inside the Ft gethostbyname function, and of mapping IPv4 responses in IPv6 ``tunnelled form'' if no AAAA records are found but an A record set exists. 

    ip6-dotint / no-ip6-dotint

        sets / clears the RES_NOIP6DOTINT bit in Ft _res.options , which when set (ip6-dotint) will enable reverse IPv6 lookups to be made in the (deprecated) ip6.int zone; when clear (no-ip6-dotint), reverse IPv6 lookups are made in the ip6.arpa zone by default. 

    ip6-bytestring

        sets RES_USEBSTRING in Ft _res.options . This causes reverse IPv6 lookups to be made using the bit-label format of RFC 2673; if not set, then nibble format is used.

The domain and search keywords are mutually exclusive. If more than one instance of these keywords is present, the last instance wins.

The search keyword of a system's resolv.conf file can be overridden on a per-process basis by setting the environment variable ``LOCALDOMAIN '' to a space-separated list of search domains.

The options keyword of a system's resolv.conf file can be amended on a per-process basis by setting the environment variable ``RES_OPTIONS to a space-separated list of '' resolver options as explained above under options

The keyword and value must appear on a single line, and the keyword (e.g., nameserver ) must start the line. The value follows the keyword, separated by white space.

4.3 Drivers. Drivers control. Commands modprobe and rmmod.

The modprobe and depmod utilities are intended to make a Linux  modular       kernel  more  manageable for all users, administrators and distribution maintainers.

       Modprobe uses a "Makefile"-like dependency file, created by depmod,  to       automatically  load  the  relevant  module(s)  from  the set of modules available in predefined directory trees.

       Modprobe is used to load a single module, a stack of dependent modules, or all modules that are marked with a specified tag.

       Modprobe  will  automatically  load all base modules needed in a module       stack, as described by the dependency file modules.dep.  If the loading of  one  of  these  modules  fails,  the whole current stack of modules loaded in the current session will be unloaded automatically.

       Modprobe has two ways of loading modules. One way (the probe mode) will       try  to  load  a  module  out of a list (defined by pattern).  Modprobe stops loading as soon as one module loads successfully.  This could  be used to autoload one Ethernet driver out of a list.  The  other way modprobe can be used is to load all modules from a list.

       With the option -r, modprobe  will  automatically  unload  a  stack  of      modules,  similar  to  the  way  "rmmod  -r" does. Note that using just "modprobe -r" will clean up unused autoloaded modules and also  perform the   pre-   and   post-remove   commands  in  the  configuration  file   /etc/modules.conf.

       The combining the options -l and -t lists all available modules of  a certain type.

       Option  -c  will  print  the  currently  used  configuration (default +       configuration file). module is "autocleaned" by kerneld!  Look for the up-coming support for  persistent module storage instead. If you want to use the pre- and post-install features, you will have to turn off autoclean for kerneld  and  instead  put  something  like  the following  line in your crontab (this is used for kmod systems as well) to do autoclean every 2 minutes:

        */2 * * * * test -f /proc/modules && /sbin/modprobe -r

       The idea is that modprobe will look first in the  directory  containing       modules  compiled for the current release of the kernel.  If the module is not found there, modprobe will look in the directory common  to  the  kernel version (e.g. 2.0, 2.2).  If the module is still found, modprobe will look in the directory containing modules for a default  release,  and so on.

       When  you  install  a  new  linux,  the  modules  should  be moved to a       directory related to the release (and version) of the  kernel  you  are installing.   Then  you  should do a symlink from this directory to the "default" directory.

       Each time you compile a new kernel, the command "make  modules_install"       will create a new directory, but won't change the "default" link.

       When  you  get a module unrelated to the kernel distribution you should       place  it  in  one  of  the   version-independent   directories   under   /lib/modules.

       This   is   the   default   strategy,   which   can  be  overridden  in       /etc/modules.conf.

4.4 Network interfaces. Command ifconfig.

Ifconfig is used to assign an address to a network interface and/or configure network interface parameters.  Ifconfig must be used at boot time to define the network address of each interface present on a machine; it may also be used at a later time to redefine an interface's address or other operating parameters.

     The following options are available:

     address

             For the DARPA-Internet family, the address is either a host name

             present in the host name data base, hosts(5), or a DARPA Internet

             address expressed in the Internet standard ``dot notation''.

             It is also possible to use the CIDR notation (also known as the

             slash notation) to include the netmask.  That is, one can specify

             an address like 192.168.0.1/16.

     address_family

             Specify the address family which affects interpretation of the

             remaining parameters.  Since an interface can receive transmis-

             sions in differing protocols with different naming schemes, spec-

             ifying the address family is recommended.  The address or proto-

             col families currently supported are ``inet'', ``inet6'',

     dest_address

  Specify the address of the correspondent on the other end of a point to point link.

     Interface

 This parameter is a string of the form ``name unit'', for exam-

             ple, ``en0''.

     iface   

This parameter has the same encoding as the interface parameter.

5. Kernel compilation

The Linux kernel is the heart of the operating system. This is the software that takes care of the programs that are currently running on your system as well as handling the interactions of those processes with your hardware. The kernel will decide how much CPU time and usage is allowed to the various programs.

Why would you need to compile a kernel? Well, the Linux kernel is what interfaces with your hardware and newer hardware is always out in the market. A newer kernel will probably support that hardware. Hardware might not be the only reason you will want to upgrade to a newer kernel. The kernel is not flawless code. There are always going to be bugs found and fixed. The kernel will need to be patched and re-compiled with these fixes in place.

Finally, you can make fine tunes, that will suit yours and only yours system. Thus, you will need to recompile the kernel.

5.1 Options description.

Every new version of kernel supports more and more options, and, to understand correctly what this or another option does, you have to read thoroughly the help notes.

5.2 Compilation stages.

make menuconfig

This will bring up a menu based configuration interface. This requires ncurses to be installed.

If you're in X then you can use 'make xconfig' to use a GUI interface to do the same. You will need tcl installed for this.

Whatever you use, you will now be looking at a menu with various categories. Inside each category you will see various options with a box next to it. Possible options are Y(yes), N(no) and M(module). Yes would mean that support for that particular option is compiled right into the kernel. No would exclude that option. Choosing module will mean that support for that option will be built as a module. A module will include support for that particular option but instead of support for that component being included into the kernel, it will be created as a separate file that can be loaded into memory when required. The kernel is getting bigger and bigger all the time as support for more hardware and features are added. Using modules will help you reduce the size of the kernel.

You should be careful with what you select as a module and what you compile or leave out of the kernel. Support for your sound card and your network card or printer can be a module, but, support for more essential hardware will need to be compiled right into the kernel. Support for the ext2 file system has to be compiled right into the kernel as does EIDE support for your block devices. If you are a newbie then I recommend that you leave the options selected by default and simply go ahead and compile the kernel. This should at least give you a good idea of what to expect when compiling the kernel.

Once you have configured the kernel for your hardware and saved your configuration, you will need to run a 'make dep'. This will check that all the dependencies and include files are in place for compilation to take place. This will take only a short while.

Next you will have to run 'make clean' to remove and old object files that may be have been left over from a previous version. This is not an essential step to take but it makes sense to do so anyway.

'make modules' will start compiling the various modules that you asked to build.

After modules were compiled, execute ‘make bzImage’ to compile the kernel himself.

 You can stop the kernel and module compilation at any time in between by pressing Control-C. Then when you want to re-start the compile just run 'make modules' or 'make bzImage' again and the compile will start from the point where you canceled it. If you make some changes to the configuration at this point then you will need to run 'make dep' again and all compilation will start right from the beginning.

5.3 New kernel installation.

'make modules_install' will take the newly compiled modules and place them in /lib/modules/. If you are compiling a kernel that is the same version as you already have on the system, you will need to move your old modules directory out of the way. Otherwise you will get a lot of module dependency errors next time you boot.

mv /lib/modules/2.2.16 /lib/modules/2.2.16.old

The newly compiled kernel will be in usr/src/linux/arch/i386/boot as bzImage. Here i386 should be replaced by the architecture that you're compiling for.

Time to check out the new kernel. You will need to make a new lilo entry for the new kernel. Do not simply replace your old kernel with the new

one.

Edit /etc/lilo.conf and look for the entry that you use to boot into Linux. This will look something like

image = /vmlinuz

label = linux

root = /dev/hda1

Add another section to lilo.conf by copying this section below. Replace the 'image = /vmlinuz' line with the following.

'image = /usr/src/linux/arch/i386/boot/bzImage'

Also change the label to something like new

label = new

Leave the root entry as is.

Save the file and run /sbin/lilo to save the new settings.

Reboot your machine and at the lilo prompt enter 'new' to boot the new kernel. If the system boots properly then one half of your work is done. Now check out the various devices and see if you haven't missed out some important device driver. If everything checks out then you can go ahead and install the new kernel.

Go into /usr/src/linux and type 'make install'. This will install the new kernel as /vmlinuz and install the new system map. Once that is done you can remove the new entry from lilo.conf. Your default Linux boot entry will get you into Linux with the new kernel.

5.4 Boot loader lilo. Configurational file “lilo.conf”

LILO is a versatile boot loader for Linux.  It does not depend on a specific file system, can boot Linux kernel images from floppy disks and hard disks, and can even boot other operating systems.  One of up to sixteen differernt images can be selected at boot time.  Various parameters, such as the root device, can be set independantly for each kernel.  LILO can even be used as the master boot record.

Some of the most iportant options in the configurational file /etc/lilo.conf:

      boot=/dev/hda — Instructs LILO to install itself on the first hard disk of the first IDE controller.

      map=/boot/map — Locates the map file. In normal use, this should not be modified.

      install=/boot/boot.b — Instructs LILO to install the specified file as the new boot sector. In normal use, this should not be altered. If the install line is missing, LILO will assume a default of /boot/boot.b as the file to be used.

      prompt — Instructs LILO to show you whatever is referenced in the message line. While it is not recommended that you remove the prompt line, if you do remove it, you can still access a prompt by holding down the [Shift] key while your machine starts to boot.

      timeout=50 — Sets the amount of time that LILO will wait for user input before proceeding with booting the default line entry. This is measured in tenths of a second, with 50 as the default.

      message=/boot/message — Refers to the screen that LILO displays to let you select the operating system or kernel to boot.

      lba32 — Describes the hard disk geometry to LILO. Another common entry here is linear. You should not change this line unless you are very aware of what you are doing. Otherwise, you could put your system in an unbootable state.

      default=linux — Refers to the default operating system for LILO to boot as seen in the options listed below this line. The name linux refers to the label line below in each of the boot options.

      image=/boot/vmlinuz-2.4.0-0.43.6 — Specifies which Linux kernel to boot with this particular boot option.

      label=linux — Names the operating system option in the LILO screen. In this case, it is also the name referred to by the default line.

      initrd=/boot/initrd-2.4.0-0.43.6.img — Refers to the initial ram disk image that is used at boot time to actually initialize and start the devices that makes booting the kernel possible. The initial ram disk is a collection of machine-specific drivers necessary to operate a SCSI card, hard drive, or any other device needed to load the kernel. You should never try to share initial ram disks between machines.

      read-only — Specifies that the root partition (see the root line below) is read-only and cannot be altered during the boot process.

      root=/dev/hda5 — Specifies which disk partition to use as the root partition.

      other=/dev/hda1 — Specifies the partition containing DOS.

6. Processes in OS Linux.

Everything that runs on a Linux system is a process—every user task, every system daemon—everything is a process. Knowing how to manage the processes running on your Linux system is an important (indeed even critical) aspect of system administration.

A formal definition of a process is that it is a single program running in its own virtual address space. This means that everything running under Linux is a process. This is compared to a job, which may involve several commands executing in series. Alternatively, a single command line issued at the shell prompt may involve more than one process, especially when pipes or redirection are involved. For example, the command 

nroff -man ps.1 | grep kill | more

will start three processes, one for each command

 6.1  Background and interactive processes. Moving process to background and foreground running modes. Life cycle of process. Daemons.

There are several types of processes involved with the Linux operating system. Each has its own special features and attributes. The processes involved with Linux are: 

· Interactive processes: A process initiated from (and controlled by) a shell. Interactive processes may be in foreground or background. 

· Batch processes: Processes that are not associated with a terminal but are submitted to a queue to be executed sequentially. 

· Daemon processes: Processes usually initiated when Linux boots and that run in the background until required. 


Using the ps Command

The easiest method of finding out what processes are running on your system is to use the ps (process status) command. The ps command has a number of options and arguments, although most system administrators use only a couple of common command-line formats. We can start by looking at the basic usage of the ps command, and then examine some of the useful options. 

The ps command is available to all system users, as well as root, although the output changes a little depending on whether you are logged in as root when you issue the command. 

When you are logged in as a normal system user (in other words, any login but root) and issue the ps command on the command line by itself, it displays information about every process you are running. For example, you might see the following output when you issue the command: 

PID TTY STAT TIME COMMAND

10086  p1 S    0:00 -bash 

10469  p1 T    0:00 emacs 

10475  p1 S    0:00 -csh 

10496  p1 S    0:00 bash 

10555  p1 R    0:00 ps 

ps Command Output

The output of the ps command is always organized in columns. Every process on the system has to have a unique identifier so Linux can tell which processes it is working with. Linux handles processes by assigning a unique number to each process, called the "Process ID" number (or PID). PIDs start at zero when the system is booted and increment by one for each process run, up to some system-determined number (such as 65,564) at which point it starts numbering from zero again, ignoring those that are still active. Usually, the lowest-number processes are the system kernel and daemons, which start when Linux boots and remain active as long as Linux is running. When you are working with processes (such as terminating them), you must use the PID. 

The TTY column in the ps command output shows you which terminal the process was started from. If you are logged in as a user, this will usually be your terminal or console window. If you are running on multiple console windows, you will see all the processes you started in every window displayed. 

The STAT column in the ps command output shows you the current status of the process. The two most common entries in the status column are S for sleeping and R for running. A running process is one that is currently executing on the CPU. A sleeping process is one which isn't currently active. Processes may switch between sleeping and running many times every second. 

The TIME column shows the total amount of system (CPU) time used by the process so far. These numbers tend to be very small for most processes because they require only a short time to complete. The numbers under the TIME column are a total of the CPU time, not the amount of time the process has been alive. 

Finally, the COMMAND column contains the name of the command line you are running. This is usually the command line you used, although some commands start up other processes. These are called "child" processes, and they show up in the ps output as if you had entered them as commands. 


Login Shells

As a general convention, a login shell has a hyphen placed before its name (such as -bash in the previous output) to help you distinguish the startup shell from any shells you may have started afterwards. Any other shells that appear in the output do not have the hyphen in front of the name, as the following example shows: 

PID TTY STAT TIME COMMAND

10086  p1 S    0:00 -bash 

10469  p1 T    0:00 emacs 

10475  p1 S    0:00 -csh 

10496  p1 S    0:00 bash 

10555  p1 R    0:00 ps

This output shows that the user's startup shell is bash (PID 46), and that he or she started up the Korn shell (pdksh, PID 75) and another Bourne shell (bash, PID 96) afterward. 

Notice in the preceding outputs that the command that actually showed you the process status, ps, appears on the output because it was running when you issued the command. The ps command always appears on the output. 


For the Superuser

When normal users issue the ps command, they see only their own processes. If you issue the ps command when you are logged in as the superuser (usually root, although you can change the name), you will see all the processes on the system, because the root login owns everything running. This can produce very long outputs, especially on a system with several users, so you probably want to pipe the output from the ps command to a page filter (such as more or less), or save the output in a file for further examination. Both commands are shown here: 

ps | more

ps > /tmp/ps_file

 6.2  Signals. Signal handlers. Sending signals. Command KILL.

Occasionally you will find a process that has locked up a terminal or isn't doing anything, which is generally referred to as a "hung" process. Sometimes a user will have a process that doesn't terminate properly (especially common with programmers). These are "run-away" processes. In both cases, the only way to get rid of the process and restore some normality to the system is to terminate the process entirely. This is done with the kill command. 

To use kill, you have to have access to another window or console where you can issue commands. If your terminal is completely locked up, you have to find another one to log in on. As a user, you can only kill your own processes—you cannot affect any process another user or the system is running. As root, you can terminate any process with the kill command. 

In order to use the kill command, you need the process ID number (PID) of the process to be terminated. You have to obtain the PID with the ps command and note the PID. Next, use the kill command with the PID as an argument. For example, the following terminal session shows a user process started by Walter called bad_prog, that has hung up and needs to be killed. The PID is obtained by displaying all of the system's processes with their user names (we've cut the other lines from the ps command output for simplicity's sake): 

[tiutiun@me /etc]$ ps l

 FLAGS   UID   PID  PPID PRI  NI   SIZE   RSS WCHAN       STA TTY TIME COMMAND

   100   501 10086 10085   0   0   1260   836 wait4       S   p1  0:00 -bash 

     0   501 10469 10086   0   0   5592  2832 do_signal   T   p1  0:00 emacs 

     0   501 10475 10086   0   0   1428   888 sigsuspend  S   p1  0:00 -csh 

     0   501 10496 10475  17   0   1264   820 wait4       S   p1  0:00 bash 

100000   501 10568 10496  18   0    952   492             R   p1  0:00 ps l 

[tiutiun@me /etc]$ kill 100

When you issue the kill command, you don't get any return message if it works properly. The only way to verify that the process termination has been properly conducted is to issue another ps command and look for the PID or process name. 


killing Child Processes

Because some processes spawn child processes with different PIDs, you must be sure to check that all the child processes are terminated. The best way to do this is to watch the names of the executing processes for a few minutes to ensure the child isn't dormant, only to return later. This problem usually happens when the child processes are being generated by a parent. You should check the PPID column (use the ps -l option) to see which process is the parent and terminate that. 

Note:
When you are killing processes and logged in as root, make sure you type the correct PID or you may inadvertently terminate another process. Check the PID carefully! Also, don't kill any system processes unless you know what they do and why they need to be terminated. 

If the process doesn't terminate properly with the kill command, you need to use sterner measures. The kill command actually has several levels of operation. When issued with no arguments other than the PID, kill tries to gracefully terminate the process (which means any open files are closed, and generally, kill is polite to the process). If this doesn't work, you should use the -9 option, which is a little more forceful in its attempt to terminate the process. For example, to forcefully terminate the process with PID 726, issue the following command: 


kill -9 726

If that doesn't work, then the process may be unkillable. This does happen occasionally with Linux, and the only solution is to shut down and reboot the machine. 



killing Rights

To help prevent a user from killing another user's processes, ps checks for the process owner. If a user tries to kill another user's process, a message like this one is displayed: 

kill: - Not owner

The superuser doesn't get this message because the superuser login can kill anything. 


 7  Packets installation

 7.1  Packets system manager RPM. Advanced Package manager APT.

RPM is the RPM Package Manager. It is an open packaging system available for anyone to use. It allows users to take source code for new software and package it into source and binary form such that binaries can be easily installed and tracked and source can be rebuilt easily. It also maintains a database of all packages and their files that can be used for verifying packages and querying for information about files and/or packages.

Querying Your System

The first thing you should do is look and see what software you have installed on your system. Here is the command to use:


rpm -qa | more

In case you are unfamiliar with the command line, let me break this command down. rpm is the command name. It tells the computer you want to run the rpm program. In unix, the set of letters following a dash (-) is called an option or switch. The -q tells rpm you want the query operation. The following a in the -qa is a modifier for the query option which tells rpm you want to list all the packages. The | more part of the above command is not a feature of rpm at all. It is a standard unix way to show output one page at a time. If this seems confusing, don't worry about it. It'll become second nature soon.

The package info is split into three pieces. The first piece is the package name. The second is the software version number. And, the third is the package build number. All three are seperated by dashes. The package build number is important incase if there is a more recent rpm build of a program with the same version. This happens a lot with the kernel. If you see a package with more than two dashes, like glibc-devel-2.0.6-9, I've found it is easiest to start on the right and work left. The package name in this case is glibc-devel.

Lets work with an example. Suppose you query all the packages in your system and see faq-5.0-2. What is it and how can you find out more info? We can query individual packages like this:


rpm -qi faq

The i query option requires a package name. Notice that I used faq and not faq-5.0-2. Rpm is smart enough to use the package name without the version info. Supplying the version info will cause an error (but will not harm your system).

Now that you know what the faq package is, can you see which files it installed on your system? Absolutely!


rpm -ql faq

This command should look similar to the previous one. All we did was replace the i with an l to get a listing of files installed by the faq package.

Installing New Software

Lets look at the command to add new software:


rpm -ivh xsnow-1.40-5.i386.rpm

The -i is the install switch. I like to use the v for verbose messages in case if the installation fails. The h option shows our progress with hash marks. If nothing else, it entertains you while your package is installed.

A variation on an install is an upgrade. An upgrade is used when you want to put a more recent package in place of something that is currently installed (aka upgrade). The upgrade syntax is exactly the same as an install, but you replace the -i with a -U. (Notice it is a capital U) If a new version of xsnow comes out, rpm will take care of removing all the old pieces when you upgrade.


rpm -Uvh xsnow-2.0-1.i386.rpm

One last thing that I should mention is that we are installing binary packages. My Intel chip is not binary compatible with an Alpha and so on. The convention for rpm files is to have the architecture preceding the .rpm extention. Some packages, like man pages, will have noarch in the file name. It means that the package is not dependant on the kind of CPU you have.

Removing Unwanted Software

A major advantage to a packaging system like rpm is its ease to erase software. Here is how you do it:


rpm -e faq

There isn't much more to it. Occationally there may be an error that the package cannot be removed because other software depends on it. We can avoid the dependency check with the --nodeps option.


rpm -e --nodeps faq

Verifying Installed Packages

Package verification is something that I don't use a lot, but its good to know that it exists. Verifying a package compares information about the installed files in the package with information about the files taken from the original package and stored in the rpm database. Among other things, verifying compares the size, MD5 sum, permissions, type, owner, and group of each file. Only the discrepencies are displayed. See the man page for more information 

Why verify at all? If you're up too late and go on a random file deleting spree, it might help you when things don't work. Another more serious use is if you're system has been hacked into. Rpm can verify all of your files to see if you were left backdoors or other surprises. Here is how:


rpm -Va

This command will verify all of the files on your system. The syntax should remind you of how you queried your software. Some of the files it reports will be normal. For example, almost everyone will add a nameserver into /etc/resolv.conf. The file has changed since it was originally installed, but it is not a bad change.

(Disclaimer: If your system security has been compromised, rpm is only one tool to help you. It is not sufficient to only use rpm's verification.)

Advanced Queries

What if you find a file and have no idea what it is or where it came from? Rpm can query that file and show you the package it originated from like this:


rpm -qf /usr/bin/uptime

This command is a little different because it requires the full pathname. Rpm cannot follow symbolic links to a file.

You have looked at files that are already installed, but can you see into a rpm archive? Yes, query with the p option.


rpm -qlp doom-1.8-9.i386.rpm

Notice the -ql is the same as the first section. The third arguement to the command is a little different than before. We used the filename instead of the shorter package name. That is because we are looking into a file, not something that has already been installed.

Common Errors

Sometimes a package is not removed cleanly. Here is the situation, you try to install something and rpm says its already installed. You then try to remove it, and rpm says that is not installed. What can you do?


rpm -ivh --force package-1.0-5.i386.rpm

The --force option is your solution.

Dependencies are generally regarded as a good thing. Rpm has the capability to know if software has such prerequisites. In the real world, not everything on your system can always be from an rpm. If I install the new libxxx without rpm, then I install a rpm which depends on libxxx, it might cause an error and stop. I can use the --nodeps to tell rpm that I don't need it to look out for me.


rpm -ivh --nodeps package-1.0-5.i386.rpm

apt-get is the command-line tool for handling packages, and may be considered the user's "back-end" to other tools using the APT library. Several "front-end" interfaces exist, such as dselect(8), aptitude, synaptic, gnome-apt and wajig.

Unless the -h, or --help option is given, one of the commands below must be present.

update

    update is used to resynchronize the package index files from their sources. The indexes of available packages are fetched from the location(s) specified in /etc/apt/sources.list. For example, when using a Debian archive, this command retrieves and scans the Packages.gz files, so that information about new and updated packages is available. An update should always be performed before an upgrade or dist-upgrade. Please be aware that the overall progress meter will be incorrect as the size of the package files cannot be known in advance. 

upgrade

    upgrade is used to install the newest versions of all packages currently installed on the system from the sources enumerated in /etc/apt/sources.list. Packages currently installed with new versions available are retrieved and upgraded; under no circumstances are currently installed packages removed, or packages not already installed retrieved and installed. New versions of currently installed packages that cannot be upgraded without changing the install status of another package will be left at their current version. An update must be performed first so that apt-get knows that new versions of packages are available. 

dselect-upgrade

    dselect-upgrade is used in conjunction with the traditional Debian packaging front-end, dselect(8). dselect-upgrade follows the changes made by dselect(8) to the Status field of available packages, and performs the actions necessary to realize that state (for instance, the removal of old and the installation of new packages). 

dist-upgrade

    dist-upgrade, in addition to performing the function of upgrade, also intelligently handles changing dependencies with new versions of packages; apt-get has a "smart" conflict resolution system, and it will attempt to upgrade the most important packages at the expense of less important ones if necessary. The /etc/apt/sources.list file contains a list of locations from which to retrieve desired package files. See also apt_preferences(5) for a mechanism for overriding the general settings for individual packages. 

install

    install is followed by one or more packages desired for installation. Each package is a package name, not a fully qualified filename (for instance, in a Debian GNU/Linux system, libc6 would be the argument provided, not libc6_1.9.6-2.deb). All packages required by the package(s) specified for installation will also be retrieved and installed. The /etc/apt/sources.list file is used to locate the desired packages. If a hyphen is appended to the package name (with no intervening space), the identified package will be removed if it is installed. Similarly a plus sign can be used to designate a package to install. These latter features may be used to override decisions made by apt-get's conflict resolution system.

A specific version of a package can be selected for installation by following the package name with an equals and the version of the package to select. This will cause that version to be located and selected for install. Alternatively a specific distribution can be selected by following the package name with a slash and the version of the distribution or the Archive name (stable, testing, unstable).

Both of the version selection mechanisms can downgrade packages and must be used with care.

Finally, the apt_preferences(5) mechanism allows you to create an alternative installation policy for individual packages.

If no package matches the given expression and the expression contains one of '.', '?' or '*' then it is assumed to be a POSIX regular expression, and it is applied to all package names in the database. Any matches are then installed (or removed). Note that matching is done by substring so 'lo.*' matches 'how-lo' and 'lowest'. If this is undesired, anchor the regular expression with a '^' or '$' character, or create a more specific regular expression.

remove

    remove is identical to install except that packages are removed instead of installed. If a plus sign is appended to the package name (with no intervening space), the identified package will be installed instead of removed. 

source

    source causes apt-get to fetch source packages. APT will examine the available packages to decide which source package to fetch. It will then find and download into the current directory the newest available version of that source package. Source packages are tracked separately from binary packages via deb-src type lines in the sources.list(5) file. This probably will mean that you will not get the same source as the package you have installed or as you could install. If the --compile options is specified then the package will be compiled to a binary .deb using dpkg-buildpackage, if --download-only is specified then the source package will not be unpacked.

A specific source version can be retrieved by postfixing the source name with an equals and then the version to fetch, similar to the mechanism used for the package files. This enables exact matching of the source package name and version, implicitly enabling the APT::Get::Only-Source option.

Note that source packages are not tracked like binary packages, they exist only in the current directory and are similar to downloading source tar balls.

build-dep

    build-dep causes apt-get to install/remove packages in an attempt to satisfy the build dependencies for a source package. 

check

    check is a diagnostic tool; it updates the package cache and checks for broken dependencies. 

clean

    clean clears out the local repository of retrieved package files. It removes everything but the lock file from /var/cache/apt/archives/ and /var/cache/apt/archives/partial/. When APT is used as a dselect(8) method, clean is run automatically. Those who do not use dselect will likely want to run apt-get clean from time to time to free up disk space. 

autoclean

    Like clean, autoclean clears out the local repository of retrieved package files. The difference is that it only removes package files that can no longer be downloaded, and are largely useless. This allows a cache to be maintained over a long period without it growing out of control. The configuration option APT::Clean-Installed will prevent installed packages from being erased if it is set to off.

 7.2  Sources compilation.

Sometimes there’s no a precompiled packet  and there are only sources. 

Firstly, you have to untar it:

tar –lxzf <packet_name>.tar.gz

After that you have to configure all the packet options with command configure.

./configure --help – gives you all the possible options in this packet

after that you have to call command configure with selected options:

./configure -<option1> -<option2>

Now packet is configured and is ready for compilation:

make

if compilation is successful and there’s no any error messages shown, you can install the packet now:

make install

Now packet is installed and is ready for use.

8. Proxy. Goals and work principles.

PROXY is a server that sits between a client application, such as a Web browser, and a real server. It intercepts all requests to the real server to see if it can fulfill the requests itself. If not, it forwards the request to the real server.

Proxy servers have the following main purposes:

Improve Performance:

Proxy servers can dramatically improve performance for groups of users. This is because it saves the results of all requests for a certain amount of time. Consider the case where both user X and user Y access the World Wide Web through a proxy server. First user X requests a certain Web page, which we'll call Page 1. Sometime later, user Y requests the same page. Instead of forwarding the request to the Web server where Page 1 resides, which can be a time-consuming operation, the proxy server simply returns the Page 1 that it already fetched for user X. Since the proxy server is often on the same network as the user, this is a much faster operation. Real proxy servers support hundreds or thousands of users. The major online services such as Compuserve and America Online, for example, employ an array of proxy servers.

Filter Requests: Proxy servers can also be used to filter requests. For example, a company might use a proxy server to prevent its employees from accessing a specific set of Web sites.

8.1 SQUID. Options description, examples of solutions.

Squid is a high-performance proxy caching server for web clients,  supporting FTP, gopher, and HTTP data objects.  Unlike traditional  caching software, Squid handles all requests in a single, non-blocking, I/O-driven process.

  Squid keeps meta data and especially hot objects cached in RAM, caches  DNS lookups, supports non-blocking DNS lookups, and implements  negative caching of failed requests.

  Squid supports SSL, extensive access controls, and full request  logging.  By using the lightweight Internet Cache Protocol, Squid caches can be arranged in a hierarchy or mesh for additional bandwidth savings.

  Squid consists of a main server program squid, a Domain Name System  lookup program dnsserver, some optional programs for rewriting  requests and performing authentication, and some management and client  tools.  When squid starts up, it spawns a configurable number of  dnsserver processes, each of which can perform a single, blocking

  Domain Name System (DNS) lookup.  This reduces the amount of time the cache waits for DNS lookups.

The working and behavior of the Squid is controlled by the configuration details given in it's configuration file i.e. squid.conf; this file is usually found in directory the /etc/squid. The configuration file squid.conf is a mile long affair, it just keeps on going for pages after pages, but the good point is that it has all options listed out clearly with explanation.

The first thing that has to be edited is the http_port, which specifies the socket address where the Squid will listen to the client's request; by default this is set to 3128, but can be changed to a user defined value also. Along with the port value, one can also give the IP address of the machine on which Squid is running ; this can be changed to:

http_port 192.168.0.1:8080

With above declaration Squid is bounded to the IP address of 192.168.0.1 and port address of 8080. Any port address can be given; but make sure that no other application is running at set port value. With similar configuration lines other service's request ports can also be set.  

Access Control

Through access control features the access to Internet can be controlled in terms of access during particular time interval, caching, access to particular or group of sites, etc.. Squid access control has two different components i.e. ACL elements and access list. An access list infact allows or deny the access to the service.

A few important type of ACL elements are listed below

src : Source i.e. client's IP addresses

dst : Destination i.e. server's IP addresses

srcdomain : Source i.e. client's domain name

dstdomain : Destination i.e. server's domain name

time : Time of day and day of week

url_regex : URL regular expression pattern matching

urlpath_regex: URL-path regular expression pattern matching, leaves out the protocol and hostname

proxy_auth : User authentication through external processes

maxconn : Maximum number of connections limit from a single client IP address

To apply the controls, one has to first define set of ACL and then apply rules on them. The format of an ACL statement is

acl   acl_element_name   type_of_acl_element values_to_acl

Note :

   1. acl_element_name can be any user defined name given to an ACL element.

   2. No two ACL elements can have the same name.

   3. Each ACL consists of list of values. When checking for a match, the multiple values use OR logic. In other words, an ACL element is matched when any one of its values matches.

   4. Not all of the ACL elements can be used with all types of access lists.

   5. Different ACL elements are given on different lines and Squid combines them together into one list.

A number of different access lists are available. The ones which we are going to use here are listed below

http_access: Allows HTTP clients to access the HTTP port. This is the primary access control list.

no_cache: Defines the caching of request's responses

An access list rule consists of keywords like allow or deny ; which allows or denies the service to a particular ACL element or to a group of them.

Note:

   1. The rules are checked in the order in which they are written and it terminates as soon as rule is matched.

   2. An access list can consists of multiple rules.

   3. If none of the rules is matched, then the default action is opposite to the last rule in the list; thus it is good to be explicit with the default action.

   4. All elements of an access entry are AND'ed together and executed in following manner

      http_access Action statement1 AND statement2 AND statement OR.

      http_access Action statement3

      Multiple http_access statements are OR'ed whereas elements of an access entry are AND'ed together

   5. Do remember that rules are always read from top to bottom.

Back to Configuration

By default, Squid will not give any access to clients and access controls have to modified for this purpose. One has to list out one's own rules to allow the access. Scroll down in the squid.conf and enter the following lines just above the http_access deny all line

acl mynetwork 192.168.0.1/255.255.255.0

http_access allow mynetwork

mynetwork is the acl name and the next line is the rule applicable to a particular acl i.e. mynetwork. 192.168.0.1 refers to the address of the network whose netmask is 255.255.255.0.. mynetwork basically gives a name to group of machines in the network and the following rule allows the access to clients. The above changes along with http_port is good enough to put Squid into gear. After the changes Squid can be started by the following command

service squid start

Note :

Squid can also be started automatically at boot time by enabling it in ntsysv or setup (System Service Menu). After each and every change in the configuration file, the present Squid process has to be stopped and for new configuration changes to take effect, Squid has to be started once again. These two steps can be achieved by following commands

   1. service squid restart or

   2. /etc/rc.d/init.d/squid restart

Client Machine Configuration

Since the client request will be placed at a particular port of the proxy server, client machine's have to be configured for the same purpose. It is taken at this point that these machines are already connected to LAN ( with valid IP address) and are able to ping the Linux sever.

For Internet Explorer

   1. Go to Tools -> Internet Options

   2. Select Connection Tab and click LAN Setting

   3. Check Proxy Server box and enter IP address of proxy server and port address where request are being handled (http_port address).

For Netscape Navigator

   1. Go to Edit -> Preference -> Advanced -> Proxies.

   2. Select Manual Proxy Configuration radio button.

   3. Click on View Button &

   4. Enter enter IP address of proxy server and port address where request are being handled (http_port address).

Using Access Control

Multiple Access controls and rules offer a very good and flexible way of controlling client's access to Internet. Examples of most commonly used control are given below; this by no means should be taken as the only controls available.

   1. Allowing selected machines to have access to the Internet

      acl allowed_clients src 192.168.0.10 192.168.0.20 192.168.0.30

      http_access allow allowed_clients

      http_access deny !allowed_clients

      This allows only machine whose IPs are 192.168.0.10, 192.168.0.20 and 192.168.0.30 to have access to Internet and the rest of IP addresses (not listed ) are denied the service.

   2. Restrict the access during particular duration only

      acl allowed_clients src 192.168.0.1/255.255.255.0

      acl regular_days time MTWHF 10:00-16:00

      http_access allow allowed_clients regular_days

      http_access deny allowed_clients

      This allows the access to all the clients in network 192.168.0.1 to access the net from Monday to Friday from 10:00am to 4:00 pm.

   3. Multipletime access to different clients

      acl hosts1 src192.168.0.10

      acl hosts2 src 192.168.0.20

      acl hosts3 src 192.168.0.30

      acl morning time 10:00-13:00

      acl lunch time 13:30-14:30

      acl evening time 15:00-18:00

      http_access allow host1 morning

      http_access allow host1 evening

      http_access allow host2 lunch

      http_access allow host3 evening

      http_access deny all

      The above rule will allow host1 access during both morning as well as evening hours; where as host2 and host3 will be allowed access only during lunch and evening hours respectively.

      Note:

      All elements of an access entry are AND'ed together and executed in following manner

      http_access Action statement1 AND staement2 AND statement OR.

      multiple http_access statements are OR'ed whereas elements of an access entries are AND'ed together; due to this reason the

      http_access allow host1 morning evening

      would have never worked as time morning and evening (morning AND evening ) would never ever be TRUE and hence no action would have taken place.

   4. Blocking sites

      Squid can prevent the access to a particular site or to sites which contain a particular word. This can be implemented in the following way

      acl allowed_clients src 192.168.0.1/255.255.255.0

      acl banned_sites url_regex abc.com *()(*.com

      http_access deny banned_sites

      http_access allow allowed_clients

      The same can also be used to prevent access to sites containing a particular word i.e. dummy , fake

      acl allowed_clients src 192.168.0.1/255.255.255.0

      acl banned_sites url_regex dummy fake

      http_access deny banned_sites

      http_access allow allowed_machines

      It is not practical to list all the words list or sites names to whom the access is to be prevented; these can be listed out in the file (say banned.list in /etc directory) and ACL can pick up this information from this file and prevent the access to the banned sites.

      acl allowed_clients src 192.168.0.1/255.255.255.0

      acl banned_sites url_regex "/etc/banned.list"

      http_access deny banned_sites

      http_access allow allowed_clients

   5. To optimize the use

      Squid can limit number the of connections from the client machine and this is possible through the maxconn element. To use this option, client_db feature should be enabled first.

      acl mynetwork 192.168.0.1/255.255.255.0

      acl numconn maxconn 5

      http_access deny mynetwork numconn

      Note:

      maxconn ACL uses less-than comparison. This ACL is matched when the number of connections is greater than the specified value. This is the main reason for which this ACL is not used with the http_access allow rule.

   6. Caching the data

      Response of the request are cached immediately, this is quite good for static pages. There is no need to cache cgi-bin or Servlet and this can be prevented by using the no_cache ACL element.

      acl cache_prevent1 url_regex cgi-bin /?

      acl cache_prevent2 url_regex Servlet

      no_cache deny cache_prevent1

      no_cache deny cache_prevent2

   7. Creating Your Own Error Messages

      It is possible to create your own error message with a deny rule and this is possible with the deny_info option. All the Squid error messages by default are placed in the /etc/squid/errors directory. The error directory can be configured with the error_directory option. You can even customize the existing error messages.

      acl allowed_clients src 192.168.0.1/255.255.255.0

      acl banned_sites url_regex abc.com *()(*.com

      http_access deny banned_sites

      deny_info ERR_BANNED_SITE banned_sites

      http_access allow allowed_clients

      In the above example, a special message will be displayed when ever users try to access the sites with above banned words.The file name in the option i.e.ERR_BANNED_SITE must exist in the above error directory. This error message file should be in HTML format. The above listed out examples are just a few of the options, facilities and capabilities of ACL. One can read through the FAQ section at the Squid Home Page for more extensive usage and explanation of other ACL elements and access elements.

Log Files

All log files of Squid are contained in directory /var/log/squid; these contain cache log, access logs and store.log. File access.log maintains the information about the clients request, activity and maintains entry for each HTTP & ICP queries received by the proxy server, clients IP, request method, requested URL, etc.. The data of this file can be used to analyze the access information. Many programs like sarg, calamaris, Squid-Log-Analyzer are available which can analyze this data and generate reports (in HTML format). The reports can be generated in terms of users, IP numbers, site visited, etc..

The destination of these log files can also be changed by following options

cache_access_log      For access.log

cache_log             For cache.log

cache_store_log       For store.log (Store manager)

pid_filename          Squid process ID file name

Authentication Methods

Squid in the default configuration allows any user to have access without any authentication process. To authenticate the users i.e. to allow only valid users (from any machine in the network) to access the Internet, Squid provides for authentication process but via an external program, for this a valid username and password is required. This is achieved by using proxy_auth ACL and authenticate_program; which forces a user to verify the username and password before the access is given. Several authentication programs are available which Squid can use and these are

   1. LDAP : Uses Linux Lightweight Directory Access Protocol

   2. NCSA : Uses NCSA style username and password file

   3. SMB : Uses SMB server like SAMBA or Windows NT

   4. MSNT : Uses Windows NT authentication domain

   5. PAM : Uses Linux Pluggable Authentication Modules

   6. getpwam : Uses Linux password file.

One needs to specify the authentication program being used and this can be specified by using the authenticate_program option. Make sure that the authentication program being used for the purpose is installed and working.

The changes in the squid.conf file now should also reflect the same authenticate_program /usr/local/bin/pam_auth

acl pass proxy_auth REQUIRED

acl mynetwork src 192.168.0.1/255.255.255.0

http_access deny !mynetwork

http_access allow pass

http_access deny all

This uses the PAM authentication program and all users need to authenticate before accessing the Internet.

Options like authenticate_ttl and authenticate_ip_ttl can also be used to change the behavior of the authentication process i.e. revalidation of username and password.

9. Practical work: system instalation from the level «zero».

 9.1  Network configuration, SQUID configuration with access to internet via parent proxy.

10.  Review of alternative OS'es: Menuet, Aros, ReactOS, BeOS, pts-Dos

PTS-DOS :

PTS DOS is a powerful and fast DOS developed by Paragon Software. It comes with: a simple graphical DOS Navigator; with FAT32, big hard drive and CD-ROM support; Partition Manager Easy to partition hard drives; DOS Drive Backup to create hard drive images; and other important components. PTS DOS includes source-code and several add-on components, like Internal BootManager, providing "friendly" coexistence with other DOS's & OS's.

    * Supports big hard drives (> 8GB).

    * FAT32 Special version.

    * Paragon Partition Manager Easy to partition hard drive. (Easy version does not resize partitions!)

    * DOS Drive Backup to create a backup image of a partition or hard drive.

    * Simple utilities.

    * Built-in CD support for CD-ROM drives .

    * Special versions: Boot-It , Industrial DOS, FAT32 version.

    * Dynamic data compression system DATACOMP.

    * Source code. 

PTS DOS is written almost completely in Assembler and partially in C/C++. This results in faster performance (+3.5% faster compared to MSDOS6.22) and lower memory requirements.

PTS-DOS is certified by Russian Ministry of Defense and was used on the Russian satellites 'Uragan'.

MenuetOS :

MenuetOS is a hobby Operating System for the PC written entirely in assembly language. It supports 64 and 32 bit x86 assembly programming for smaller, faster and less resource hungry applications.

Menuet has no roots within unix or the posix standards, nor is it based on any particular operating system. The design goal has been to remove the extra layers between different parts of an OS, which normally complicates programming.

Features

- Pre-emptive multitasking

- Responsive GUI with resolutions up to 1280x1024, 16 million colours

- IDE: Editor/Macro Assembler for applications

- TCP/IP stack with Loopback & Ethernet drivers

- Network applications include ftp/http/mp3 servers

- Free-form application windows

- Hard real-time data fetch

- Fits on a single floppy

AROS :

AROS is a portable and free desktop operating system aiming at being compatible with AmigaOS 3.1, while improving on it in many areas. The source code is available under an open source license, which allows anyone to freely improve upon it.

Goals

The goals of the AROS project is it to create an OS which:

1. Is as compatible as possible with AmigaOS 3.1.

2. Can be ported to different kinds of hardware architectures and processors, such as x86, PowerPC, Alpha, Sparc, HPPA and other.

3. Should be binary compatible on Amiga and source compatible on any other hardware.

4. Can run as a standalone version which boots directly from hard disk and as an emulation which opens a window on an existing OS to develop software and run Amiga and native applications at the same time.

5. Improves upon the functionality of AmigaOS.

BEOS :

The Be Operating System, or BeOS, was first written in 1991 to run on BeBox hardware. Unlike other operating systems of the time, BeOS was written to take advantage of modern hardware. Optimized for digital media work, BeOS makes full use of multiprocessor systems by utilizing modular I/O bandwidth, pervasive multithreading, preemptive multitasking and a custom 64-bit journaled file system known as BFS. The BeOS GUI was developed on the principles of clarity and a clean, uncluttered design. The API was written in C++ for ease-of-programming. It has POSIX compatibility and access to a command line interface through the Bash shell, although internally is not a Unix-derived operating system.

Initially designed to run on AT&T Hobbit-based hardware, BeOS was later modified to run on PowerPC-based processors: first Be's own systems, later Apple's PReP and CHRP platforms, with the hope that Apple Computer would purchase or license BeOS as a replacement for its then aging Mac OS. However, Apple's board of directors decided NeXTSTEP was a better choice and purchased NeXT in 1996, bringing back Apple co-founder Steve Jobs. To further complicate matters for Be, Apple refused to disclose architectural information about its G3 line of computers—information critical to making BeOS work on the latest hardware from Apple.

Due to Apple's moves and the mounting debt of Be Inc, BeOS was soon ported to the x86 platform with its R3 release in March 1998. Through the late 1990s, BeOS managed to create a niche of followers, but the company failed to become solvent. As a last-ditch effort to increase interest in the failing operating system, Be Inc. released a stripped-down, but free, copy of BeOS R5 known as BeOS Personal Edition (BeOS PE). BeOS PE could be started from within Microsoft Windows or Linux, and was intended to nurture consumer interest in its product and give developers something with which they could tinker.

Be Inc. also released a stripped-down version of BeOS for Internet Appliances (BeIA), which soon became the company's business focus in place of BeOS. Unfortunately, BeOS PE and BeIA proved to be too little too late, and in 2001 Be's intellectual property was sold to Palm, Inc. BeOS R5 is considered the last official version, but BeOS R5.1 "Dano", which was under development before Be's sale to Palm and included the BONE networking stack, was leaked to the public shortly after the company's demise.

Despite the end of Be Inc. BeOS remains popular among devoted followers. The BeOS community still develops free software and has even released patches, drivers and various updates to BeOS. The main source of BeOS-related software can be found at BeBits.com.

The BeOS user interface was notable at the time for being almost completely unthemeable, even with third party hacks. The BeOS theme of yellow, changing length tabs on the top of windows, and relatively plain grey interface widgets was enforced. This UI remained relatively unchanged from 1995, but had been completely overhauled by the time of the leaked Dano release. An easter egg in the OS allowed changing the titlebar look-and-feel to a few others, and in Dano, this had been extended to be a feature allowing changing of the title bar and scrollbars. No other interface widgets could be changed.

The plain BeOS R5 GUI is commonly cloned, either as the main UI, such as in TriangleOS, or as a theme, such as for SkyOS or GNOME.

REACTOS :

ReactOS is a free and open-sourced operating system based on the Windows architecture, providing support for existing applications and drivers, and an alternative to the current dominant consumer operating system.

The raison-d'etre of ReactOS is the simple fact that some people, or especially companies, will -never- switch to Linux. No matter how much Linux gets better, or is better, it is not an option for them. Some people out there still use the 2.2 Linux Kernel and refuse to upgrade to a new version of the same OS; it is understandable that others will be totally unwilling to switch to a whole new OS. Until now, open source had no way to reach out to those people. Sure, other free applications could slowly get rid of the Microsoft applications, such as Office and IE, but the OS itself is hard to get rid of. This is the target and intended audience of ReactOS. Because of its compatibility and visual consistency with Windows, it removes much of the problems that people or companies face when switching to Linux: training everyone on the new OS, increased support costs, acquiring or writing new software, hardware incompatibilities, and the list grows. With ReactOS, all those worries vanish, except perhaps for the fact that any support contract with Microsoft will be rendered useless (however, any technician or 3rd-party personel in charge of this would have no problem). A good test for ReactOS, in its final version, would be to secretely install it on a grandmother's computer, and see if she notices the change. If she is still able to use the PC like before, then ReactOS has suceeded somewhere where Linux would've certaintly failed. Therefore, the fear that ReactOS will compete with other alternative operating systems is unfounded; it will only compete and take market share away from Windows.

Whilst ReactOS' source availability and current usage is mostly intended for programmers to expand and improve on, you don't need to be a rocket scientist to use it, and in its final state will be a completely friendly consumer OS. If you've used Windows before, you'll find yourself in a familiar environment with ReactOS. The learning curve should be minimal, if any at all, since ReactOS duplicates many of the Windows graphical environment applets, control panels and dialogs (Windows 2000/XP/2003's, not Vista's).

Focus at present is on developing ReactOS to a stage where it is capable of running most Windows drivers and applications "out of the box." This does not mean that ReactOS will stop there, however; as new features are added to Windows, our developers be striving to incorporate such new features in future versions of ReactOS. Once the compatibility level has been reached, we may even choose to improve ReactOS beyond its Windows roots. These changes would be external from the main OS, and totally compatible with Windows, but they would add an extra advantage. For example, one of our goals is to have built-in POSIX compatibility, much like Windows Services for Unix. It could also be as simple as natively supporting multiple desktops however, instead of requiring a powertoy.

